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Abstract

This thesis develops and evaluates a physics-informed neural network (PINN)
modelling framework for solving inverse problems in epidemiology. The PINN
works by modifying the standard mean squared error loss function of the neu-
ral network, by adding a term penalizing deviations from a given compartmental
model’s system of ordinary differential equations. To find estimates for the un-
known parameters in the compartmental model, such as the transmission rate,
this compound loss function is then minimized with respect to both the neural
network’s inherent parameters and the unknown parameters in the compartmental
model. The following question guided the study: Given time-series data consisting
of the 7-day rolling average of the daily incidence of new infectious individuals,
and a compartmental model for that data, can a PINN learn the corresponding
time-dependent transmission rate parameter? The PINN framework was first
validated on simulated (synthetic) epidemiological data, where the PINN was
tasked to retrieve the unknown parameters in a given three-compartment SIR
(Susceptible-Infectious-Recovered) model. It was then tested on real Covid-19
case data, and tasked to retrieve a time-dependent transmission rate parame-
ter in an SEIR (Susceptible-Exposed-Infectious-Recovered) model. Two different
approaches to learning a time-dependent transmission rate based were compared:
one assumed a sigmoidal transmission rate with three unknown parameters (Model
IIa); the other allowed the transmission rate to be parameterized by the neural
network, by adding it as an additional output node (Model IIb). The findings
were that the PINN was able to reliably retrieve unknown constant parameters
in an SIR model based on simulated data. However, it was also found that the
PÌNN’s parameter estimates can be sensitive to noise. Moreover, when learning a
time-dependent transmission rate with Model IIb, an important finding was that
the PINN would struggle to converge to the true transmission rate in regions of
time when there were a relatively low number of total infectives. Nevertheless,
when employed on Covid-19 data from Stockholm county corresponding to the
first wave, the PINN was still able to extract a time-dependent transmission rate
in the given SEIR model, largely consistent with the 7-day rolling average of the
incidence of new cases, without imposing any a priori assumptions on the shape
of the transmission rate other than it should be positive.
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Sammanfattning

I den här studien utvecklas och utvärderas ett modelleringsramverk, som drar
nytta av fysikinformerade neurala nätverk (PINN), för lösning av inversa problem
inom epidemiologi. I en PINN modifieras den sedvanliga lossfunktionen genom
att en term läggs till som straffar avvikelser fr̊an en given fackmodells system av
differentialekvationer. Genom att minimera denna sammansatta lossfunktion med
avseende p̊a b̊ade det neurala nätverkets inneboende parametrar och de okända
epidemiologiska parametrarnarna i fackmodellen, s̊asom graden av infektivitet, är
förhoppningen att PINNen ska kunna skatta de epidemiologiska parametrarna.
Följande forskningsfr̊aga ledde studien: “givet ett 7-dagars rullande medelvärde
av den dagliga incidensen av nya bekräftade infekterade fall, och en fackmodell för
att beskriva denna data, kan en PINN lära sig en tidsberoende infektivitet i fack-
modellen som överensstämmer med datan”? PINN-ramverket validerades först p̊a
simulerad (syntetisk) epidemiologisk data, där PINNen fick i uppdrag att hitta
de okända parametrarna i en given fackmodell med tre fack: SIR (Susceptible-
Infectious-Recovered). Det testades därefter p̊a riktig Covid-19 data, med upp-
draget att hitta en tidsberoende infektivitetsparameter i en SEIR (Susceptible-
Exposed-Infectious-Recovered) modell. Tv̊a olika tillvägag̊angssätt för att lära
sig den tidsberoende infektiviteten jämfördes: den ena använde en sigmoid-ansats
med tre okända parametrar (Model IIa); den andra tillät det neurala nätverket
att parametrisera infektiviteten, genom att lägga till den som en extra komponent
i nätverkets utsignal. Resultaten visade att en PINN tillförlitligt kunde identi-
fiera de okända, konstanta, parametrarna i en SIR-modell, men att skattningar
kunde vara känsliga för brus i datan. När Model IIb användes upptäcktes även att
PINNen kunde f̊a sv̊art att konvergera mot den sanna infektiviteten vid tider d̊a
det fanns relativt f̊a totalt infekterade. Trots dessa sv̊arigheter kunde Model IIb
identifiera en tidsberoende infektivitet för en given fackmodell som var konsistent
med ett 7-dagars rullande medelvärde av incidensen av nya fall, utan att p̊atvinga
n̊agra a priori antaganden om formen p̊a infektiviteten, annat än att den skulle
vara positiv.
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Chapter 1

Introduction

A salient question within epidemiology is how the spread of infectious diseases,
such as Covid-19, can be modelled mathematically. In 1927, Kermack and McK-
endrick [1] suggested a general compartmental model for the spread of epidemics.
Their modelling approach gave rise to the now widely used [2, p.1] SIR-model (and
variants thereof). In these types of models, the total population of individuals is
assumed to be divisible into separate compartments. The number of individuals
in each compartment is represented by continuous state variables which satisfy a
system of ordinary differential equations (ODE:s) describing how the number of
individuals in each compartment changes over time. The acronym “SIR” refers to
the three compartments employed in the most basic version of this model: Suscep-
tible, Infectious, and Removed [2]—though other variants may include additional
compartments, for example Exposed (see Section 2.1.2). Under these types of
models, a given epidemic will peak when the number of susceptible individuals
in the population reaches a certain threshold value, after which the epidemic can
no longer sustain itself, and dies out [1, p. 701]1. This threshold can be linked
mathematically to the basic reproduction number, R0, which is often defined as
the expected number of secondary cases generated by the introduction of a single
infectious individual into a fully susceptible population [4]. A necessary condition
for the disease to “take hold” is that R0 > 1, whereas if R0 < 1, the disease dies
out (see Section 2.1.1). Thus, in the face of an ongoing epidemic, it makes sense
to be concerned with finding accurate estimates of R0. One method for doing this
is to solve a so-called inverse problem.

The SIR-model’s system of ODE:s contain certain epidemiological parameters,
such as transmission- and recovery-rates; these parameters govern the dynamics
of the disease, and different parameter values thus lead to different state variable
trajectories. Using available case data, the parameters can be fit in a least squares

1Sometimes referred to as the threshold theorem [3] this phenomenon was first shown by
Kermack and McKendrick [1] in 1927.
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14 CHAPTER 1. INTRODUCTION

sense to the data by iteratively solving the system of ODE:s and updating the
parameter values with some numerical optimization scheme [5]. This is referred
to as an inverse problem, since data is used to find the values of the model param-
eters assumed to be involved in the generation of that data; i.e., one observes the
effects (data), and tries to deduce the cause (the model). The estimated parame-
ters can then be used to obtain estimates for R0. However, as mentioned above,
there exists many variants of SIR-models, and, consequently, an obvious chal-
lenge associated with this approach lies in which model to use as an ansatz when
estimating the parameters; as pointed out in [6], these estimates can be highly
sensitive to the choice of underlying model. Moreover, it has been argued that
the reproduction number is seldom a constant; rather, it is expected to depend
on various seasonal and social factors [4, p. 2]. Of course, the added complex-
ity of assuming time-varying reproduction number raises questions regarding how
it should be parameterized as a function of time, suggesting a need for a priori
assumptions.

An alternative strategy when working with epidemiological data is to eschew
the modelling assumption all together, for example by adopting a purely data-
driven deep learning approach [7]2 [8]. This draws inspiration from the field of
machine learning, in which a supervised learning framework is used to learn a
map from some input space to a response variable (e.g. the number of infectious
individuals at some time t). Machine learning methods, and deep learning with
neural networks in particular, have been successful in many areas of the applied
sciences in recent years [9]. Notwithstanding, a glaring problem facing the purely
data-driven machine learning approaches is their lack of interpretability: deep
learning models in particular, such as the ones referenced above, are typically
complete “black-boxes” [10,11] with regards to why a certain prediction is made.
Consequently, there are clear limitations of the applicability of such models in
situations where transparency and accountability is of key importance, e.g. when
results are used to substantiate governmental interventions.

In this thesis, a “physics-informed” deep learning framework for modelling dis-
ease spread is considered. This framework is based on a synthesis of novel machine-
learning methods and well-established epidemiological models, and builds on re-
cent work [12–18]. At its core, it employs a so-called physics-informed neural
network (PINN) model. PINNs are artificial neural network (ANN) models in
which the black-box issues, raised above, can be addressed. On a high level, this
works by “informing” the neural network with a priori information in the form of
a system of ODE:s—or partial differential equations (PDE:s) in the more general
setting—assumed to govern the dynamics of the given system under study. In
practice, this amounts to adding a term to the ANN’s loss function proportional
to the network’s deviations from the differential equations. As such, the technique

2Preprint.



15

can be framed in different ways: in the eyes of the machine learning specialist, it
may be viewed as an advanced form of regularization; viewed through the lens of
optimization theory, it can be seen as related to the concept of relaxation, or as
a type of penalty method.

This thesis develops and analyzes PINN models in the context of inverse prob-
lems in epidemiology. Its main focus lies in evaluating the use of PINNs for pro-
viding new means of extracting a time-dependent transmission rate—and thus a
time-dependent reproduction number—based on case data. In particular, it com-
pares two approaches for parameterizing the time-dependent transmission rate:
the first uses a sigmoidal ansatz for the transmission rate, with three free parame-
ters to be learnt; the second allows the neural network to “freely” parameterize the
transmission rate, without any a priori assumptions on its shape, by adding it as
an additional output in the network. Note that this second approach attempts to
answer the question: Given time-series data consisting of a 7-day rolling average
of the daily incidence of new infectious individuals, and a compartmental model
for that data, can a PINN model learn the corresponding time-dependent trans-
mission rate, β(t)? The framework is tested on both simulated and real epidemi-
ological data. The thesis also contains an overview of the theoretical framework
underpinning this type of modelling approach, with examples to illustrate the key
concepts. This longer and self-contained overview of the PINN framework in the
context of epidemiology—afforded by the scope of a master thesis—was found to
be somewhat lacking in previous literature.

In Chapter 2, the theoretical framework used in this study is developed, be-
ginning with an overview of SIR-models (Section 2.1) and some machine learning
preliminaries, with a focus on neural networks (Section 2.2). Physics-informed
neural networks (PINN) are presented, with some background on their origin and
potential applications (Section 2.3). This leads up to a mathematical formulation
of the model developed in the present study, in which the PINN is “informed”
with a priori knowledge from a compartmental model (Section 2.4). Chapter 2
ends with a literature review (Section 2.5), consisting of a chronological summary
of the state of research relating to the subject of the present thesis. Chapter 3
deals with methodology, and describes the assumptions and delimitations involved
in evaluating the PINN framework in this study. It is divided into two sections:
the first describes the data used for studying the PINN models (Section 3.1);
the second focuses on procedure, i.e. experimental design and implementational
choices and delimitations (Section 3.2). Chapter 4 presents the main results of
this thesis. The thesis ends with a summary of the key results and a discussion
of the findings as well as the methodological approach, including suggestions for
future research directions (Chaper 5).





Chapter 2

Background

2.1 SIR Models

In this thesis, machine learning models are employed for solving inverse problems
in epidemiology. What is an inverse problem? In inverse problems, one assumes
a mathematical model of a system from which one has gathered observational
data. The model is assumed to be consistent with the data and may depend on
certain parameters. One then asks: given the observational data, can we learn the
parameters in the model assumed to be involved in the generation of the data?
The following is a simple example from the realm of physics:

Example 2.1.1. Observing the time, t, it takes for a free-falling object, with zero initial
velocity, to fall a certain distance, d, one is, via Newton’s law F = ma, able to deduce the
gravitational acceleration, a (assumed to be constant). Integration yields F = 2md/t2,
and thus:

a =
2d

t2
. (2.1)

In the context of epidemiology, a pertinent question may instead be some-
thing like: given observational data of the incidence of new daily cases, can we
learn what the basic reproduction number is? 1 Notice that in order to solve this
latter problem in a similar vein as in the example of the falling object, we need
some underlying, a priori, model assumed to be consistent with the observed case
data—taking the role of the physical law.

This section provides a brief mathematical overview of the SIR model, variants
of which function as “a priori models” in the context of this thesis. It starts with
a presentation of one of the most basic SIR models, in Section 2.1.1. This is then
expanded upon by adding additional compartments, in Section 2.1.2.

1For a definition of the basic reproduction number, please see Section 2.1.4

17



18 CHAPTER 2. BACKGROUND

A brief note regarding terminology: The words incidence and prevalence will
be used throughout this work. To avoid any confusion, here follows definitions of
these two terms:

Definition 2.1.1 (Incidence). The incidence is the influx of new infectious cases
per unit time.

Definition 2.1.2 (Prevalence). The prevalence is the total number of infectious
in the population at a given time.

2.1.1 Basic SIR model

One of the simplest variants of the compartmental model is the three-class SIR
model2, in which a population of N individuals is assumed to be separable into
three homogeneous compartments, S (individuals susceptible to the disease), I
(infectious individuals) and R (individuals recovered from the disease, and no
longer susceptible or infectious). This model serves as an illustrative example of
some of the foundational concepts that arise in these types of models. A flow-chart
representation is shown in Figure 2.1.1.

In the classical compartmental models, the population is assumed to be ho-
mogeneously mixing. This means that interactions between any two individuals
are assumed to occur with equal probability [19]. Moreover, these are models of
the average number of individuals in each compartment and, as such, these are
deterministic mean-field models, as opposed to stochastic models (which are not
treated here3).

To obtain a state space description of this system, introduce the state-vector

y(t) =

S(t)I(t)
R(t)

 ∈ R3
+, (2.2)

where

Rn
+ =

{
(y1, y2, . . . , yn)

⊤ ∈ Rn
∣∣ yi ≥ 0, i = 1, 2 . . . , n

}
(2.3)

In this thesis, the components in the state-vector y(t) will often be referred to
simply as state variables. Now let

S(t) := susceptibles at time t,

I(t) := infectives at time t,

R(t) := recovered at time t.

2A note on terminology: I will occasionally use the term “SIR models” as an umbrella term
for the type of determinstic mean-field compartmental models considered in this thesis, rather
than the specific three-compartment model, and it should then be clear from the context what
is meant.

3For more details on stochastic models, see e.g. [20].
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S I R
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γI

Figure 2.1.1: Schematic of the three-compartment SIR model

It is further assumed that

S(t) + I(t) +R(t) ≡ N, ∀t ≥ 0, (2.4)

corresponding to having no people exit or enter the population. Now, an inter-
esting question in this context is: how does the number of individuals in each
compartment vary over time? Kermack and McKendrick [1] showed that when
the rate of transmission and rate of recovery do not depend on the age of infec-
tious (i.e. the time since an individual became infected)4, this model is reduced
to the following system of ODE:s:

Definition 2.1.3 (Basic SIR). For t ≥ 0, and initial values S(0) = S0, I(0) =
I0, R(0) = R0,

dS

dt
= − β

N
SI, 0 ≤ S0 ≤ N,

dI

dt
=

β

N
SI − γI, 0 ≤ I0 ≤ N,

dR

dt
= γI, 0 ≤ R0 ≤ N,

(2.5)

where

S(t)+I(t) +R(t) ≡ N.

Note that the model contains two parameters: β, which is the transmission rate,
describing the average number of individuals an infectious individual infects per
unit time, and γ, which is the recovery rate, describing the average number of
people recovered per unit time. Thus, 1/γ then describes the average time an
infectious individual remains infectious.

Remark. While the system (2.5) can been solved analytically (see e.g. [21]), ana-
lytical solutions for more elaborate variants of the SIR model are in general not
available, and thus need to be solved numerically.

In what follows, I derive some results that are useful for analyzing the dynamics
of this SIR model (see [1] for the original derivation of the epidemic threshold for
this model):

4In their original work, they first derived a more complex model in which the transmission-
and recovery-parameters depended on the age of infections, and thus the system of ODE:s fea-
tured integrals. For more details, see [1].
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First, note that the second equation in (2.5) governs the rate of change of the
infectious state variable. In particular, we have that

dI

dt
> 0 ⇐⇒ I

(
β

N
S − γ

)
> 0. (2.6)

Assuming I > 0, (2.6) holds if, and only if,

β

N
S − γ > 0 ⇐⇒ S >

γ

β
N. (2.7)

Note that since 0 ≤ S ≤ N , (2.7) can hold only if

γ

β
< 1 ⇐⇒ R0 =

β

γ
> 1, (2.8)

where I have introduced notation for R0, the basic reproduction number under
this model.

Definition 2.1.4 (Basic reproduction number). The basic reproduction number,
denotedR0, is defined as the expected number of secondary cases generated by the
introduction of a single infectious individual into a fully susceptible population.

In (2.8), the expression for R0 given in terms of the model’s parameters β
and γ is consistent with the above definition, in that β is the average number of
individuals one infectious individual infects per unit time, and 1/γ is the average
time an infectious individual remains infectious.

Note that S(t) is monotonically decreasing with 0 ≤ S0 ≤ N . Hence, if
R0 < 1, then (2.7) cannot hold for any t ≥ 0 and I(t) decreases monotonically
toward zero. Conversely, if (2.7) does hold, then we know that dI/dt > 0 and I(t)
increases before reaching a peak, which coincides with the number of susceptibles,
S, reaching the threshold value given by

τ :=
γ

β
N =

N

R0
, (2.9)

after which I(t) decreases monotonically toward zero.
Finally, it can be useful to introduce the following quantity

Re(t) =
S(t)

τ
=
S(t)

N
R0, (2.10)

referred to as the effective reproduction number. Note that Re(t) = 1 corresponds
to the susceptible compartment reaching the threshold, S(t) = τ . Hence, as an
epidemic progresses, whether Re(t) > 1 or Re(t) < 1 determines whether or not
the number of infectious individuals increases or decreases.
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Figure 2.1.2: Example simulation of the state variables in the three-
compartment SIR model. The solution trajectories were obtained by
solving the system (2.5) with a fourth-order Runge-Kutta method. The
following parameters were used: population size N = 1000 000, transmis-
sion rate β = 1 and recovery rate γ = 0.2. Hence, R0 = 5 in this case, so
the turning-point occurs when S hits the threshold τ = N/R0 = 200 000.

Remark. It is important to note that, in reality, R0 is not constant; rather, it
depends on a variety of factors changing over time such as social behavior [4,
p. 2]. This can be modelled mathematically by, for example, introducing a time-
dependent transmission rate. Also, expressing R0 in terms of the model parame-
ters is only completely consistent with its definition if the model perfectly describes
the system under study, which of course is never the case.

Remark. In reality, we typically only have access to incidence data, whereas the
SIR model is a model of prevelence (see definitions 2.1.1 and 2.1.2). However, in
the SIR model, the incidence of new infectious cases can be interpreted as

q(t) =
β

N
S(t)I(t) (2.11)

since this is the positive rate of change of the infectious compartment.

2.1.2 Additional Compartments: SEIR

The model outlined in the previous section featured three compartments: S (sus-
ceptibles), I (infectious), R (recovered). We now expand the model in the follow-
ing way: first, it is now assumed that people first become exposed to the disease,
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without being infectious, for an average of 1/ρ days, before moving over to the
infectious compartment. Denote this exposed compartment E . Furthermore, it is
assumed that only a fraction (1 − pu) of infectious individuals are reported, i.e.
known to us. Denote the reported infectious compartment Ir. Hence, a fraction
pu of all infectious individuals are assumed to go unreported. Denote this unre-
ported infectious compartment Iu. We thus have that the state vector y(t) ∈ R5

+,
with states

S(t) := susceptibles at time t,

E(t) := exposed, not yet infectious, at time t,

Iu(t) := unreported infectives at time t,

Ir(t) := reported infectives at time t,

R(t) := recovered at time t.

Definition 2.1.5 (SEIR with two infectious classes). For t ≥ 0 we have

dS

dt
= − β

N
S(Iu + Ir), 0 ≤ S(0) ≤ N,

dE

dt
=

β

N
S(Iu + Ir)− ρE, 0 ≤ E(0) ≤ N,

dIu
dt

= puρE − γIu, 0 ≤ Iu(0) ≤ N,
dIr
dt

= (1− pu)ρE − γIr, 0 ≤ Ir(0) ≤ N,
dR

dt
= γ(Iu + Ir), 0 ≤ R(0) ≤ N,

(2.12)

with

S(t) + E(t)+Iu(t) + Ir(t) +R(t) ≡ N.

Remark. This is the same model used in [22], with the exception that it is here
assumed that Iu and Ir are equally infectious. Although it perhaps more accu-
rately should be abbreviated SEIuIrR, I will use the more succinct abbreviation
SEIR.

The basic reproduction number can be derived for this model (for a rigorous
mathematical derivation, I refer to [23]). It turns out that it is the same as for
the simpler system:

R0 =
β

γ
=⇒ Re(t) =

S(t)

N
R0. (2.13)
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Figure 2.1.3: Schematic of the five-compartment SEIR model

In this thesis, the transmission rate will be allowed to vary in time, i.e. β =
β(t). Note that this implies that the system is no longer autonomous. The
following result can be used in analyzing the dynamical behavior of that SEIR
model:

Proposition 2.1.1. Assume Re(t) =
β(t)S(t)

γN < 1, γ > 0. Then the disease-free

equilibrium (DFE) of (2.12), y∗ = (S∗, 0, 0, 0, R∗)⊤, is uniformly asymptotically
stable for any feasible initial state y0 = y(0).

A proof of the proposition is given in Appendix A.
Finally, note that in the SEIR model, we can interpret the incidence of new

cases as

q(t) = ρE(t) (2.14)

with the reported incidence given by

qr(t) = (1− pu)ρE(t), (2.15)

and the unreported incidence given by

qu(t) = puρE(t). (2.16)

2.1.3 Time-Dependent Transmission Rate

As previously mentioned, in a real-life epidemic, the reproduction number, R0,
is expected to vary in time, as a function of a number of factors, such as social
behavior [4, p. 2]. In the SIR models described in the previous section, it is given
by the ratio β/γ, where β is the transmission rate, and γ is the recovery rate.
Throughout this thesis, it is assumed that γ is constant; i.e., the average rate at
which infected individuals recover, or—more precisely—stop being infectious, is
assumed to be something that can be estimated early on to a reasonable degree of
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accuracy, and remain fairly constant throughout the epidemic. The transmission
rate, β, on the other hand describes the rate at which infected individuals infect
other individuals, and it is through this quantity that the time-dependency of R0

is captured in this study.
An example of an ansatz for the time-dependent transmission rate, used in

the present study, is the following logistic/sigmoidal function

β(t;λ) = α

(
δ +

1− δ
1 + e−ε(t−tb)

)
, (2.17)

where λ = (α, δ, ε, tb)
⊤ and the notation β(t;λ) is meant to indicate that β is a

function of time, with an implicit dependency upon the values of the parameters
α, δ, ε, tb. This model for β was used in [22], in modelling the spread of Covid-19
in the spring of 2020.

Note that while the parameterization in (2.17) allows for some model flexi-
bility, it has strong assumptions on the form of β built into it, e.g. that it is
monotonic. Indeed, part of the aim of this thesis is to explore how the deep learn-
ing framework used in this study can be exploited to learn more intricate shapes
of the transmission rates—capturing more complex dynamics hidden in the data.

This has been an overview of the deterministic compartmental SIR model for
the dynamics of disease spread. An important feature of both SIR models dis-
cussed above is that they contain model parameters, for example the transmission
rate, β. In the next section, a traditional approach to estimating these model
parameters is presented. This is then followed by a detailed description of the
deep learning framework developed in this study.

2.1.4 Standard Approach to Solving the Inverse Problem

This section outlines a standard approach to estimating the parameters in a com-
partmental model based on observational data. It begins by assuming that the
given model exactly describes the epidemiological system [5, p. 556]. The model’s
system of ODE:s are then solved iteratively, for different parameter-values. The
optimal parameters are then chosen based on how well the obtained solutions fit
to the data. This typically boils down to performing a least squares regression on
the data (see e.g. [22] for an example of this approach).

For example, assume that there exists time-series data, {qr,k}Kk=0, of the re-
ported incidence of new cases between consecutive days tk = 0 and tK = K. In
the standard approach, one then decides on a compartmental model assumed to
describe the data; in this example, we will use the SEIR model, defined above.
Next, the following residuals are defined:

rk = (1− pu)ρE(tk)︸ ︷︷ ︸
model incidence

− qr,k. (2.18)
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Now, denote by λ the model parameters that we are interested in estimating.
Clearly, since the SEIR model’s state variable E(t) depends on these parameters,
so too do the residuals; hence we may express this as rk = rk(λ). The best
estimate of λ is then chosen so as to minimize the mean squared error (MSE)

min
λ

1

K + 1

K∑
k=0

rk(λ)
2. (2.19)

Note that this must be solved using a numerical solver for non-linear least
squares5. In addition, in each step of the optimization algorithm, it requires
solving the system of ODE’s numerically from time t0 = 0 to tK = K to obtain
the values for the state variables. Note also that the obtained estimates depends
not only on the type of compartmental model used (e.g. the number of state
variables), but also on any a priori assumptions on the transmission rate itself:
is it modelled as a constant, or is it time-dependent? In the case of the latter,
what is its parameterization? This method will in this thesis be referred to as
“traditional”, and be abbreviated LSQ.

Now, the aim of this thesis is to develop a neural network model, used as a
function approximator, for the purpose of solving this same inverse problem, i.e.
estimating the epidemiological model parameters based on observational data.
This is a very different approach than the one described above, since the neural
network model is tasked to simultaneously solve the system of ODE:s and learn
the unknown epidemiological parameters, and one thus ends up with a learnt
continuous mapping from time t to each of the compartments in the a priori
epidemiological model (described later on in Section 2.4).

In the next section, we turn to the topic of machine learning; in particular, the
next section introduces important concepts and notation in the context of neural
networks. These are necessary preliminaries for understanding the mathematical
formulation of the physics-informed deep learning framework that is employed in
this thesis for solving inverse problems.

2.2 Machine Learning Preliminaries

This section elucidates some basic machine-learning concepts and notation, focus-
ing on the feed-forward neural network. For a deeper treatment on the subject
neural networks in general, see [24]. For additional mathematical details, and with
Matlab examples of how to implement a neural network from scratch, see [25].

5Note that Eq. (2.19) can be generalized to a weighed least squares regression, in which
case each residual rk is multiplied by some weight wk. For more information on this method for
parameter estimation, see e.g. [5].
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Figure 2.2.1: Example showing a feed-forward neural network architecture. The
input x = (x1, x2, x3)⊤ is sent through the network and produces the output
f(x; θ) = (f1(x;θ), f2(x;θ))⊤. Thus, the input dimension is n0 = 3, and the
output dimension is m = n3 = 2. This particular network features 2 hidden
layers, each holding five neurons, i.e. L = 2 and n1 = n2 = 5. The total number
of network parameters is given by M = 5(3 + 1) + 5(5 + 1) + 2(5 + 1) = 62. The

weight, w
(2)
45 between neuron 5 in hidden layer 1 and neuron 4 in hidden layer 2 is

highlighted.

2.2.1 Feed-forward Neural Networks

Artificial neural networks (ANN) are machine learning models which have a special
type of graph-like structure, where each node represents an artificial neuron, and
each edge between nodes represents a weight, which can be regarded as encoding
the strength of connectivity between neurons. Mathematically, each neuron is a
function which takes as input the output from neighboring neurons (explained
in more detail below). There are many different types of ANNs, and this thesis
considers so-called feed-forward neural networks. These types of neural networks
are called feed-forward because they take an input, or feature vector6, x ∈ X,
living in some space X (where we will assume that X ⊆ Rn0 , and in general
n0 ∈ N), and maps it to an output, f(x) ∈ Y ⊆ Rm through a series of consecutive
and alternating affine and non-linear transformations which can be conceptualized
as flowing “forward”, from the input at the “back” of the neural network, to the
output in the “front” (see Figure 2.2.1).

6The input vectors are sometimes referred to as predictors or independent variables, to dis-
tinguish them from the dependent output variable [26].



2.2. MACHINE LEARNING PRELIMINARIES 27

The network is made up of layers. Let the layers be indexed with l =
0, 1, 2, . . . , L, L + 1, where the 0:th layer corresponds to the input to the net-
work, and the L + 1:th layer is the output of the network. The L layers between
the input and output are referred to as hidden layers. Finally, let nl denote the
number of neurons in layer l. The dimension of the output is then m = nL+1.

Moreover, let W (l) be an nl × nl−1 matrix of parameters corresponding to
layer l, let b(l) ∈ Rnl be a vector of parameters corresponding to layer l, and σ(l)

be a non-linear transformation, called an activation function, corresponding to
layer l. The activation function, σ(l)(·), works component-wise on its input, i.e.,
for z ∈ Rnl , we have that

(
σ(z)

)
i
:= σ(zi) for i = 1, . . . , nl. In this thesis, the

matrices W (l) and vectors b(l) will sometimes be referred to as weights and biases
respectively.

To produce an output, the network first takes an input x and turns it into
activations in the first hidden layer, denoted a(1), via the following computation:

a(1) = σ(1)
(
W (1)x+ b(1)

)
, a(1) ∈ Rn1 , a(0) := x. (2.20)

This is then repeated for all subsequent layers:

a(l) = σ(l)
(
W (l)a(l−1) + b(l)

)
, a(l) ∈ Rnl , l = 2, . . . , L+ 1. (2.21)

Thus, in each layer l, a vector of activations, a(l), is obtained, and this in turn
becomes the input to the next layer, and so on, such that the network can be
represented as the composite function,

f : X → Y, (2.22)

with

f(x) = σ(L+1) ◦ z(L+1) ◦ σ(L) ◦ · · · ◦ σ2 ◦ z(2) ◦ σ(1) ◦ z(1)(x), (2.23)

where
z(l)

(
a(l−1)

)
:=W (l)a(l−1) + b(l) ∈ Rnl l = 1, . . . , L+ 1 (2.24)

To facilitate notation, the weights and biases will often be referred to collectively
as the networks parameters, represented as the vector

θ =
[
θ1 θ2 . . . θM

]⊤ ∈ RM , (2.25)

where the total number of parameters M is given by

M =
L∑
l=0

nl+1(nl + 1). (2.26)

Since the network is a parameterized function, the output of the network also
depends upon the values of the parameters in θ. In this work, I emphasize this
by writing

f : X → Y, s.t. x 7→ f(x;θ). (2.27)
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2.2.2 Loss Function

In the previous section, I introduced notation for the feed-forward neural network,
and described mathematically how an input is mapped to an output. The output
of the network of course depends on its input, but we saw that there was also
an implicit dependency upon the network’s parameters, i.e. the weights and
biases, represented by θ. In a typical machine-learning setting, where an ANN is
employed to predict the values of a response variable, intuitively it makes sense
to choose these parameters such that the network’s predictive performance is
optimized. In this section, I describe how this works in the context of neural
networks, and introduce the concept of a loss function, which is the way in which
the performance of the neural network model is quantified. Indeed, “training” a
neural network in this standard setting is synonymous with the minimization of
the loss function with respect to the network’s parameters.

To begin, assume that a training set, D := {(xk,yk)}Kk=0, exists of obser-
vational data, consisting of K + 1 tuples, where {yk}Kk=0 are observations of a
response variable y ∈ Y assumed to depend on the feature vector x ∈ X (the
independent variable) in some way, where xk is an observation of x. The ob-
servations {yk}Kk=0 are here referred to as targets. In supervised deep learning
using neural networks, the neural network model is employed to learn a mapping
f : X → Y which is consistent with this observed data. To accomplish this, the
parameters are typically chosen such that the MSE loss function, defined as

Ldata(θ) =
1

K + 1

K∑
k=0

∥yk − f(xk;θ)∥2 ≥ 0, (2.28)

is as small as possible7. One is thus faced with the following unconstrained opti-
mization problem:

min
θ
Ldata(θ). (2.29)

Given the inherent complexity of the neural network, there is no way to obtain
an analytic solution for the minimizing network parameters, θ̂. Rather, one needs
to use some type of numerical optimization scheme, such as gradient descent,
which iteratively updates the parameters by taking “steps” in the direction of the
negative gradient:

θ ← θ − η∇Ldata(θ) (Gradient descent). (2.30)

The gradient of the loss function can be efficiently computed by using the back-
propagation algorithm [27] which consists in clever, repeated, application of the

7Since the loss function of the neural network is not convex, it may be hard to know how close
the solution is to a global minimum; hence the “as small as possible”, rather than “minimized”.
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chain-rule of differentiation. Backpropagation is an example of so-called auto-
matic differentiation (AD) [28]. It should be noted that deep learning packages
such as TensorFlow [29] offer implementations of first-order optimization meth-
ods, including gradient descent but also some of its variants such as the Adam
optimizer [30].

2.3 Physics-Informed Neural Networks (PINN)

In the previous sections, the feed-forward neural network was described in the
context of regression problems: i.e., how the parameters of the neural network
model can be fit to a set of observational data, D, in a way that minimizes an
MSE loss function. Viewed in this light, the training of a neural network is reduced
to a non-linear least squares problem.

In this section, I describe the theoretical framework underpinning so-called
“physics-informed” neural networks (PINNs). In a PINN, the loss function is
modified in a way that allows the network to be “informed” by an a priori model
(in the form of its differential equations), assumed to describe the generation of the
observational data. This is done to encourage the network to learn a mapping that
both fits well to the available data and at the same time satisfies the underlying—a
priori—assumptions about how that data was generated. In what situations may
such an approach be useful?

One example is when the deep learning model is applied to learning a function
which needs to extrapolate from incomplete data: there might for example exist
measurements in discrete points in space and/or time, and the neural network is
then employed for the purpose of learning a mapping which is able to “fill in the
blanks”, see for example “Data-driven solutions of partial differential equations”
in [31]. In these situations, simply fitting the model to the observational data by
minimizing (2.28) may lead to over-fitting8 to the available data-points. Hence,
informing the training with some underlying (a priori) model may in these cases
help force the model to learn a more appropriate mapping; one which is not
just consistent with the training data, but that is also consistent with the a
priori model. Another example is where the neural network is used in system
identification [31]: in these settings, the neural network is employed to learn
parameters in the underlying model [31]—for example the transmission rate in
an SIR model, and it is in this context that the PINN framework is exploited
in this thesis. In particular, the aim is to develop PINNs for learning unknown
parameters in epidemiological compartmental models.

8Over-fitting is a concept in machine learning in which a model with many degrees of freedom
(i.e. many model-parameters) is trained on noisy data such that it generalizes poorly outside
the training set. Hence: it over-fits to the noise in the data [26, p. 22]
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2.3.1 Modifying the Loss Function: A Priori Models

In this section, I explain how the loss function is modified in a PINN for the
general setting in which the input to the neural network can be both time and
space and the underlying model is given by a partial differential equation, as
described in [31]. The PINN developed later on in this thesis is a special case in
which the model only depends on time.

Let f(t,x;θ) ∈ Rm denote the output of the neural network for some input
(t,x), where t ∈ [0, T ] is the time, and x ∈ Ω is a spatial coordinate defined on Ω.
Further assume that we want the network’s output to approximate y(t,x) ∈ Rm

which is a solution to

yt(t,x) +N [y(t,x)] = 0, t ∈ [0, T ], x ∈ Ω, (2.31)

where yt denotes the partial derivative of y with respect to t, andN [·] is in general
a differential operator (see example in the remark below), but can also represent
some nonlinear function of y in the case of ordinary differential equations. This
underlying model, represented by (2.31), will henceforth be referred to as an a
priori model, to differentiate it from the actual machine learning model, i.e. the
“PINN model”.

Remark. Note that (2.31) is a very general formulation, and many PDE:s can
be expressed in this way. For example, for the heat equation, describing the
temperature distribution u(t,x) as a function of time, t and space x, we have

ut +N [u] = 0, (2.32)

where

N [u] = −α∆u, (2.33)

and where ∆ denotes the Laplace operator.

2.3.2 PINN for Solving Differential Equations

For more compact notation, let G(y,yt) := yt +N [y]. As demonstrated in [31],
a PINN can be used to learn solutions to PDE:s of the form (2.31) by training it
to minimize the following type of objectives:

min
θ
Ldata(θ) + LG(θ), (2.34)

where

LG(θ) ∝
KG∑
k=0

∥gk(θ)∥2. (2.35)
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and the residuals, gk, are defined as follows

gk(θ) := G(f(tk,xk;θ),f t(tk,xk;θ)), k = 0, 1, . . . ,KG . (2.36)

In this case, the PINN is encouraged to learn a mapping from input to output
which is consistent both with the data as well as the a priori model knowledge
encoded into LG(θ). This can for example be used for extrapolating the complete
solutions to a dynamical system in cases where the only available data are initial
and boundary conditions [31].

Remark. Note that if the PINN exactly satisfies (2.31), then LG = 0. Thus, (2.34)
can be viewed as a relaxation of the hard-constraints

∥G(f(tk,xk;θ),f t(tk,xk;θ))∥2 = 0, k = 1, 2, . . . ,KG , (2.37)

and as such it is an example of a penalty method in optimization theory [32].
Indeed, this additional loss-term is herein sometimes be referred to as a “penalty”.

2.3.3 PINN for Parameter Identification

If the model contains Mλ parameters, λ = (λ1, . . . , λMλ
)⊤, that are not known a

priori, i.e. if the differential operator N [y;λ] depends implicitly on λ, then

G(y,yt;λ) = yt +N [y;λ], t ∈ [0, T ], x ∈ Ω. (2.38)

Consequently, LG(θ,λ) will also depend on λ. Thus, training the PINN to mini-
mize objectives of the form

min
θ,λ
Ldata(θ) + LG(θ,λ). (2.39)

allows it to learn model parameters based on data [31]. This problem, of identify-
ing the unknown parameters in the a priori model based on observational data, the
reader will recognize as solving an inverse problem (as discussed in the beginning
of Section 2.1).

2.3.4 Collocation Points

Note that, in contrast to the MSE data loss, the penalty term, LG , does not depend
on any observational data, which means that one is in principle free to evaluate
it in arbitrary time-points. The points Pc = {(tk,xk)}KG

k=0 in which the LG loss is
evaluated are referred to as collocation points [31]. Indeed, someone familiar with
numerical methods for solving boundary value problems for may see similarities
between a PINN and so called “collocation methods” (see e.g. [33, p.95]).

Note that, in general, we can have that KG ̸= K; loosely speaking, the more
collocation points employed, the more “continuously” the PINN will try to satisfy
the a priori model’s differential equations.



32 CHAPTER 2. BACKGROUND

2.3.5 Differentiation with Respect to Input

In the previous section, we saw that the modification of the loss function in
a PINN consists in adding squared residuals based on the a priori differential
equations that one wants the PINN to satisfy. This requires the computation
of the derivative of the network’s output with respect to the input. Given the
structure of the feed-forward neural network, it should come to no surprise that
one can compute this by ardent application of the chain-rule:

Example 2.3.1. Let the input of the network be t ∈ R. Then the derivative with
respect to the network’s input is given by

df(t;θ)

dt
= σ′(L+1)

(
z(L+1)

)
⊙W (L+1)σ′(L)

(
z(L)

)
⊙ · · · ⊙W (2)σ′(1)(z(1)

)
⊙W (1) (2.40)

Proof. We get that

df(t;θ)

dt
= σ′(L+1)

(
z(L+1)

)
⊙ dz(L+1)

dt
=

= σ′(L+1)
(
z(L+1)

)
⊙W (L+1)σ′(L)

(
z(L)

)
⊙ dz(L)

dt
,

(2.41)

where ⊙ denotes the Hadamard product, which is element-wise multiplication, and σ′(z)
denotes the derivative of σ(z) w.r.t. z. Repeating this for all layers one obtains

df(t;θ)

dt
= σ′(L+1)

(
z(L+1)

)
⊙W (L+1)σ′(L)

(
z(L)

)
⊙ · · · ⊙W (2)σ′(1)(z(1)

)
⊙W (1). (2.42)

Since the necessary quantities σ′(l)(z(l)) in the above example can be computed
and stored during a single forward pass through the network, this expression can
be efficiently computed with AD. Indeed, modern deep learning packages such as
the TensorFlow API [29] offer high level tools for efficiently computing (2.40) as
well as the gradient with respect to the network parameters using AD.

Here follows a simple example of how a PINN can be used to learn solutions
to differential equations:

Example 2.3.2. A PINN is here employed to find the solution to the simple harmonic
oscillator:

y′′ + y = 0, y(0) = 1, y′(0) = 0. (2.43)

where t ∈ [0, T ]. The interval is discretized into KG + 1 collocation points. In this case,
we get the following residuals:

rk(θ) :=
d2f(tk;θ)

dt2
+ f(tk;θ), k = 0, 1, . . . ,KG . (2.44)

where f(tk,θ) ∈ R is the output of the neural network given an input tk. The loss
becomes

L(θ) = (f(0;θ)− 1)2 +

(
df(0;θ)

dt

)2

+
1

KG + 1

KG∑
k=0

rk(θ)
2 (2.45)
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Figure 2.3.1: Example of using a PINN to find the solution to the simple harmonic oscillator.
The PINN used 2 hidden layers with 16 neurons in each, and was trained for 80 000 epochs. 121
collocation points were used, corresponding to 8 points per unit time. Left: PINN’s output f(t;θ)
(solid line) and its time-derivative ḟ(t;θ) (dashed line), along with analytic solutions to (2.44).
Right: The loss, (2.45), as a function of epochs (training iterations).

The two terms to the left of the mean squared sum correspond to the initial conditions
y(0) = 1, y′(0) = 0 (hence, we expect the solution y(t) = cos(t)). The results from
training the a PINN model to learn the solution to (2.44) for T = 15 and KG = 120 is
shown in Figure 2.3.1.

Note that the PINN managed to learn the correct solution in the interval t ∈ [0, 15].
As the PINN makes predictions outside this range, the predictions get progressively worse.

Python code (written with the TensorFlow Keras API) for the above example
can be found the Appendix B.

2.4 A Physics-Informed Deep Learning Framework
for Epidemiology

In this section, the PINN framework, presented in Section 2.3, is applied in the
specific context of epidemiology. This is inspired by recent work [12–16, 18] in
which a SIR model’s differential equations are incorporated in the PINN’s loss
function. Hence, this is a special case of a PINN: in this setting, the neural net-
work’s output approximates the number of individuals in each compartment of
the SIR model, i.e. the state variables of the system of ODE:s, and, consequently,
is only a function of time, t. This thesis builds on this framework, and explores
how far the PINN’s expressive power extends, by allowing it to freely parameter-
ize the time-dependent transmission rate, by adding it as an additional output.
Note that this is different from the approaches taken in [13], where the PINN is
instead employed to learn piece-wise constant time-dependent transmission rates,
by training on separate smaller time-intervals, e.g. daily or weekly sub-intervals.
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Figure 2.4.1: PINN schematic corresponding to Model I. The dashed lines denote the updating
of all model parameters by a gradient descent scheme. Note that the number of hidden layers
(three) is just an example and does not necessarily correspond to any one model explored in this
thesis.

2.4.1 Mathematical Formulation of Models

Let the feature space be X = R+, such that the input to the network is simply
t ∈ R+. Let the output of the network be

f(t;θ) ∈ Rm
+ (2.46)

where m = nL+1 is the number of compartments in the output, and L is the
number of hidden layers. Two main models were developed, explained in the
following sections.

2.4.1.1 Model I

This PINN model (Model I) is meant for testing the PINN framework in a clin-
ical setting, with simulated SIR data, allowing performance to be studied in a
controlled environment in which the solution is known.

As its a priori model, Model I employs the basic three-compartment SIR model
with constant parameters, (2.5). The PINN’s output is

f(t;θ) =

[
f1(t;θ)
f2(t;θ)

]
, (2.47)

where f1(t;θ) approximates S(t), f2(t;θ) approximates I(t). Note that since the
R(t) is completely determined by the others through R = N −S− I, and S, I are
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dynamically decoupled from R, we can reduce the computational complexity by

only considering the reduced system
[
S(t) I(t)

]⊤
, following the approach taken

in [13].
Let {uk}Kk=0 be a discrete time-series of observational data assumed to cor-

respond to the infectious compartment, I, only, such that uk is assumed to be
a—possibly noisy—sampling of I(t) at time tk (i.e. it is assumed that we lack
data from the S and R compartments). Then the MSE data loss is defined as:

Ldata(θ) =
1

K + 1

K∑
k=0

(
uk − f2(tk;θ)

)2
(2.48)

The inverse problem is then the following: Since the data-set is incomplete,
we would like the PINN to learn a mapping from t to each of the state variables
in the a priori model, thus extrapolating the unknown time-series of the S and R
compartments via this incomplete data set, as well as learning the transmission
dynamics represented by the values of the SIR-parameters β and γ. In order for it
to accomplish this, it requires information from the a priori model during training:

Using Newton’s notation for the time-derivative, note then that the reduced
subsystem of (2.5), excluding R(t), can be written as

G(y, ẏ;λ) = ẏ +N [y] = 0, (2.49)

with

y(t) :=

[
S(t)
I(t)

]
, ẏ(t) =

dy(t)

dt
=

[
Ṡ(t)

İ(t)

]
, N [y] =

[ β
N SI

− β
N SI + γI

]
, (2.50)

and

λ := (β, γ)⊤ ∈ R2
+. (2.51)

The PINN’s output has dimensionm = 2, and the a priori loss (sometimes referred
to as the “ODE loss” henceforth) is defined as

LG(θ,λ) : =
1

m(KG + 1)

KG∑
k=0

∥gk(θ,λ)∥2 = {m = 2} =

=
1

2(KG + 1)

KG∑
k=0

(
df1(tk;θ)

dt
+
β

N
f1(tk;θ)f2(tk;θ)

)2

+
1

2(KG + 1)

KG∑
n=0

(
df2(tk;θ)

dt
− β

N
f1(tk;θ)f2(tk;θ) + γf2(tk;θ)

)2

(2.52)
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where the a priori ODE residual vector is given by

gk(θ,λ) :=

[
df1(tk;θ)

dt + β
N f1(tk;θ)f2(tk;θ)

df2(tk;θ)
dt − β

N f1(tk;θ)f2(tk;θ) + γf2(tk;θ)

]
∈ R2. (2.53)

In addition, a loss function is introduced which penalizes deviations from the
initial conditions, S(0), assumed to be known:

LIC(θ) : = ∥f(0,θ)− y(0)∥2 (2.54)

= (f1(0;θ)− S(0))2. (2.55)

It is here assumed that u0 = I(0); hence, deviations from I(0) are taken care of
through the MSE data loss.

The inverse problem has thus been reduced to the following unconstrained
optimization problem

min
θ,λ
Ldata(θ) + LG(θ,λ) + LIC(θ). (2.56)

The minimizer λ̂ to the above problem is then taken as an estimate for the solution
to the inverse problem.

Remark. Note that the word “minimizer” is used quite loosely in this context.
In practice, since the problem is not convex, it is hard to know how close the
obtained solution is to a global minimum—why a more accurate description may
be something like the λ̂ which makes the loss functions “as small as possible” (see
discussions in Section 3.1.1).

The model is schematically represented in Figure 2.4.1.

2.4.1.2 Model II

Model II is a more elaborate version of Model I, employing the five-compartment
SEIR a priori model (see Section 2.1.2). Two variants of Model II are considered
in this thesis. As mentioned in Section 2.1.1, it is often not realistic to assume
that R0 is constant, rather, it is expected to depend on various social and seasonal
factors [4, p. 2]. Model II therefore assumes a time-dependent transmission rate β :
t 7→ β(t), which in turn provides a time-dependent estimate ofR0 throughR0(t) =
β(t)/γ. Two variants are considered, representing different modelling approaches
for incorporating a dynamic transmission rate: the first, Model IIa, assumes a
sigmoidal ansatz with three free parameters that the PINN needs to learn; the
second, Model IIb, extends the PINN’s output layer to include a time-dependent
transmission rate as an additional output node, completely parameterized by the
network’s inherent parameters, θ.
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Figure 2.4.2: Example of the time-course of the parameterization of
β(t;λ), given by (2.58), for θ = 1.69, δ = 0.093, and ε = −0.13 and
tb = 18.

Model IIa: In this variant, the PINN output is

f(t;θ) =


f1(t;θ)
f2(t;θ)
f3(t;θ)
f4(t;θ)

 ∈ R4, (2.57)

where the components in f(t;θ) approximates the corresponding states in the a

priori SEIR model y(t) =
[
S(t) E(t) Iu(t) Ir(t)

]⊤
(again, we may disregard

the R-compartment as it is determined by the others). Model IIa assumes the
parameters ρ, pu and γ are known. However, the time-dependent transmission
rate, β(t), is assumed unknown, and parameterized by

β(t;λ) = α

(
δ +

1− δ
1 + e−ε(t−tb)

)
, λ := (α, δ, ε)⊤, (2.58)

where the midpoint parameter, tb, is assumed known—see Figure 2.4.2 for an
example of how this may look for a certain choice of λ. Note: here, the PINN is
tasked to learn the three parameters used in the transmission rate function, i.e.
values for the unknown λ = (α, δ, ε)⊤. This particular parameterization of β(t) is
based on [22].

It is here assumed that observational prevalence data {uk}Kk=0 exists from the
reported infectious compartment, Ir, only (i.e. uk ∈ R+ is assumed to be an
observed prevalence of reported infectious individuals at time tk). Consequently,
in this setting, the PINN is employed not only for finding estimates of λ, but
also for extrapolating the time-series of the prevalence of unreported infectious
individuals, i.e. Iu(t), as well as the time-series for the rest of the state variables.
The MSE data loss is thus

Ldata(θ) =
1

K + 1

K∑
k=0

(
uk − f4(tk,θ)

)2
. (2.59)



38 CHAPTER 2. BACKGROUND

a01

a11

a12

a13

a14

...

a1n1

a21

a22

a23

a24

...

a2n2

a31

a32

a33

a34

...

a3n3

a41

a42

a43

a44

t

f1(t;θ)

f2(t;θ)

f3(t;θ)

f4(t;θ)

d
dtf1(t;θ)

d
dtf2(t;θ)

d
dtf3(t;θ)

d
dtf4(t;θ)

LG(θ,λ) + LIC(θ)

Ldata(θ)

Neural network

Trainable parameters θ,λ

Figure 2.4.3: PINN schematic corresponding to Model IIa. The dashed lines denote the
updating of all model parameters by a gradient descent scheme. Note that the number of hidden
layers (three) is just an example and does not necessarily correspond to any one model explored
in this thesis.

We then have

LG(θ) =
1

m(KG + 1)

KG∑
k=0

∥gk(θ)∥2 (2.60)

with m = 4 and

gk(θ) :=


df1(tk;θ)

dt + β(t;λ)
N f1(tk;θ)

(
f3(tk;θ) + f4(tk;θ)

)
df2(tk;θ)

dt − β(t;λ)
N f1(tk;θ)

(
f3(tk;θ) + f4(tk;θ)

)
+ γf2(tk;θ)

df3(tk;θ)
dt − puρf2(tk;θ) + γf3(tk;θ)

df4(tk;θ)
dt − (1− pu)ρf2(tk;θ) + γf4(tk;θ)

 , (2.61)

based on eq. (2.12), along with

LIC(θ) := [f1(0;θ)− S(0)]2 + [f2(0;θ)− E(0)]2 + [f3(0;θ)− Iu(0)]2. (2.62)

The model is schematically depicted in Figure 2.4.3
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Model IIb: In this variant, the PINN output is

f(t;θ) =


f1(t;θ)
f2(t;θ)
f3(t;θ)
f4(t;θ)
f5(t;θ)

 ∈ R5, (2.63)

where, just as in Model IIa, the first four components in f(t;θ) approximates the

corresponding states in the a priori SEIR model y(t) =
[
S(t) E(t) Iu(t) Ir(t)

]⊤
,

but the additional output f5 corresponds to the time-dependent transmission rate:
i.e., we let

β(t;θ) := f5(t;θ). (2.64)

Model IIb also assumes the parameters pu, ρ, γ are a priori known.
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Figure 2.4.4: PINN schematic corresponding to Model IIb. The only unknowns are the pa-
rameters inherent in the neural network, θ. The dashed lines denote the updating of all model
parameters by a gradient descent scheme. Note that the number of hidden layers (three) is just
an example and does not necessarily correspond to any one model explored in this thesis.



40 CHAPTER 2. BACKGROUND

We then have that

LG(θ) =
1

KG

KG∑
k=0

∥gk(θ)∥2 (2.65)

with

gk(θ) =


df1(tk;θ)

dt + f5(tk;θ)
N f1(tk;θ)

(
f3(tk;θ) + f4(tk;θ)

)
df2(tk;θ)

dt − f5(tk;θ)
N f1(tk;θ)

(
f3(tk;θ) + f4(tk;θ)

)
+ γf2(tk;θ)

df3(tk;θ)
dt − puρf2(tk;θ) + γf3(tk;θ)

df4(tk;θ)
dt − (1− pu))ρf2(tk;θ) + γf4(tk;θ)

 (2.66)

Note that since the unknown (time-dependent) β(t;θ) is here completely param-
eterized by the neural network, the above residuals depend exclusively on the
network’s inherent parameters, θ. The loss functions Ldata and LIC are defined
in the same way as in Model IIa.

The unconstrained optimization problem to solve is thus:

min
θ
Ldata(θ) + LG(θ) + LIC(θ). (2.67)

The model is schematically depicted in Figure 2.4.4.

2.5 Literature Review

This section provides a brief historical summary of the state of research, with
relevance to the present thesis, both in mathematical epidemiology as well as
recent development in machine learning.

Early seminal papers targeting the mathematical modelling of epidemics in-
clude [1,21,34–36]. In a three-part work published between 1916-1917, Ross [34–
36] outlined a “Theory of Happening” [34, p. 206], in which he suggested a set of
differential equations to be used in modelling the time course of disease spread,
based on his earlier work on Malaria [34] (for which he later received the No-
bel prize in medicine). A decade later, in A Contribution to the Mathematical
Theory of Epidemics, Kermack and McKendrick [1] built on Ross’s work and de-
rived a general three-class compartmental model for the spread of epidemics,
which—when transmission and removal rates are assumed to be independent
of time—reduces to the now classical SIR (Susceptible, Infectious, Recovered)9

model [1, p. 713]10. Importantly, they showed that under such a model, an epi-
demic peaks when the number of susceptible individuals reach a certain threshold

9However, in their original work, they used x, y and z to denote “unaffected”, “affected” and
“removed” classes.

10Their general model also assumes that the transmission and removal rates depend on the
time since infection, see [1, pp. 703-704]
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value, after which an epidemic no longer can take hold [1, p. 701]—this threshold
depends on the transmission and removal rates and is directly related to what is
today commonly referred to as the basic reproduction number, R0. A derivation
for an exact solution to Kermack and McKendrick’s compartmental model was
presented by Kendall [21] in 1956.

The classical deterministic compartmental models assume homogeneous mix-
ing, meaning that interactions between any two individuals are assumed to occur
with equal probability [19]. In some cases, such an assumption may not be valid;
we may for example have good reasons for assuming that some groups of people
tend to travel more, or in general have more social constants, than others. Thus,
more elaborate compartmental models have since developed, and an extension of
the definition of R0 for the case of heterogeneity in the population was intro-
duced by Diekmann et. al. [37] in 1990. For the special case of a finite number of
categories of individuals, they introduce the “next-generation matrix”, K, whose
element kij refer to the expected number of infections of type i generated by an
individual who became infected when in category j [37]. R0 is then defined as
the spectral radius of K (i.e. the dominant eigenvalue of K) [37, p. 18]. Further
extensions to the basic compartmental models include network models of con-
tacts [38, 39], in which the assumption of homogeneous mixing is replaced with
the assumption that infectious contacts can only occur between people who share
a “link” in the network (i.e. in cases where there is an edge (link) between two
nodes (people) in the network, in the language of graph-theory). For example, in
2002, Newman [38] provided exact solutions to a class of SIR models on networks.

Today, the compartmental model is widely used in the context of mathematical
epidemiology [2, p.1]; in the wake of the Covid-19 pandemic, there have been
numerous examples of studies seeking to estimate parameters in some SIR model
based on observed data, e.g. [13–15, 22, 40], as well as forecasting the incidence
of new infected individuals [41]. In a review of mathematical methods employed
in forecasting Covid-19 [42], the authors conclude that “Among the epidemic
models, deep learning, SIR, and SEIR are the top models that were used by
researchers” [42, p. 9], and that “Hybrid algorithms are used to enhance the
power of forecasting approaches.” [42, p. 9]. Their popularity notwithstanding,
the mathematical simplicity of the compartmental models also gives rise to issues
relating to model accuracy: indeed, [6] highlights problems of sensitivity in the
SIR model choice; in particular, it is shown that the R0 estimates can significantly
depend on the particular choice of SIR model [6]. As a case in point, [40] used
a simple three-compartment SIR model with a constant transmission rate along
with a series of simplifying assumptions to estimate the peak of the epidemic
in Algeria—in reality, there appears to have followed many peaks since their
analysis, and not one of them happened when the authors concluded it would.
Hence, [6] argues that such model based uncertainties may be bounded by instead
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considering an ensemble of multiple SIR models [6, p. 140].

As the Covid-19 pandemic progressed, the role of asymptotic infectives became
apparent [43], motivating the use of more elaborate models: in [22], a SEIR
model with two separate compartments for reported and unreported infectious
individuals is employed. A time-dependent ansatz for the transmission rate was
then fitted to the data in a least squares sense by iteratively solving the differential
equations describing the model [22]. In [44] the time-dependent transmission
rate is estimated by assuming an affine dependency upon mobility data. While
employing a time-dependent transmission rate infuses the compartmental model
with more realism, in principle it also in allows for arbitrary model flexibility:
indeed, in [45], it is shown that, under mild assumptions on the data and recovery
rate, it is always possible to find a non-negative time-dependent transmission rate
that coincides with smooth infectious compartment data [45, p. 510]—highlighting
potential dangers of over-fitting, e.g. when the transmission rate model uses many
degrees of freedom.

Moving away from the heavy dependency upon underlying model assumptions,
there are also examples of purely data-driven approaches, drawing inspiration from
the machine learning community [7]11 [8]. Such approaches may be motivated
in cases where the underlying data distribution or dynamics are unknown [7].
In particular, artificial neural networks (ANN) can serve as universal function
approximators [46], completely alleviating the need for a priori knowledge about
governing dynamics: in [7], the authors develop a “neural ordinary differential
equation” Covid-19 model, which employs a feed-forward neural network trained
to learn a function mapping from an input feature space (using as features the
number of new cases, hospital admissions as well as suitably encoded social media
data) to the time-derivatives of the input features, i.e. it learns the right-hand
side of the relation y′(t) ≈ F (t, y(t);θ), where θ are neural network parameters
and y(t) is the feature vector [7]. In [8], a neural network is trained on a sliding
window temporal input, where a certain number of time points in the past is
used to predict the number of infections a certain number of time points in the
future [8].

However, concurrent with the growing trend of machine learning, concerns
have been raised, pointing to the fact that many such models (e.g. ANNs) are
essentially black boxes, with which it is very hard—if not impossible—for the user
to grasp how the model maps the input to an output when making predictions [11];
such lack of transparency may be problematic if trust is placed in the model in
situations where, for example, accountability is of paramount importance (see [10]
for more examples). Clearly this is a salient issue in the context of pandemics,
when model outputs may be used as a basis for governmental control policies.

Physics-informed neural networks (PINN) provide a way to address this issue.

11Preprint.
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It is an example of a class of algorithms that fall under the broader field of Simula-
tion Intelligence [47], in which scientific computing and simulation is merged with
artificial intelligence (machine learning methods) to facilitate the understanding
of physical phenomena [47, p. 3]. First introduced by Karniadakis et. al. [31], the
PINN incorporates differential equations into the neural network’s loss function,
in order to “inform” it during training. Intended as a data-driven approach for
the general problem of solving and discovering partial different equations, PINNs
leverage the power of neural networks as universal function approximators, while
at the same time exploiting the a priori knowledge of the physical laws that govern
a certain system under study [31]. As is evident by the name, the original au-
thors drew examples from physics, such as Burger’s equation and the Schrödinger
equation. However, recent publications have featured PINNs in the context of
epidemiology, see [12–16, 18]. Notably, [12] is a pre-Covid-19 article which em-
ploys a PINN to estimate the parameters of a SIR model from data. In a more
recent study, [13] uses a PINN trained on German Covid-19 data to estimate
the contact (transmission) rate, using estimates for the missing compartments to
obtain a full data-set for training their model. A more elaborate model is im-
plemented in [14], which incorporates a SEIR model with different compartments
for symptomatic and asymptomatic infectives. They refer to their model as an
EINN (Epidemiology-Informed Neural Network) and uses it to learn epidemio-
logical parameters such as the transmission rate, trained only on the available
infectious compartment data. This allows it to extrapolate and learn a mapping
to the unknown compartments (such as the asymptomatic compartment) [14].
In [15], a PINN is used to gauge vaccine effectiveness. In [16], a time-dependent
transmission rate is estimated by considering two algorithms: one which learns a
daily time-varying transmission rate, and one that learns a weekly time-varying
transmission rate. The learnt parameters are then used together with an Long
Short-Term Memory network model to make future predictions [16]. In, [18] pa-
rameters of an SEIRP-model for human-human and human-pathogen interactions
is estimated using a PINN-framework. They validate the framework on simulated
data, and conclude that “the proposed PINNs approach is a reliable candidate
for both solving such systems and for helping identify important parameters that
control the disease dynamics” [18, p. 1].





Chapter 3

Method

In this chapter, I discuss the methodological approach taken in this thesis. It
is split into two main sections. The first, Section 3.1, describes the data used
in validating the PINN models, consisting of both simulated (synthetic) data,
as well as a Covid-19 data set. The second, Section 3.2, deals with procedure,
i.e. assumptions and delimitations relating to testing the PINN framework in
an experimental setting, including implementational choices and considerations—
e.g. neural network design choices and scaling of PINN outputs and trainable
variables. Importantly, this latter section ends with a detailed description of the
procedure used in generating the results presented in Chapter 4.

3.1 Data

This section describes the data sets used for testing the PINN framework. In
particular, it describes how the data was generated, as well as any pre-processing
of the data that was performed before using it for training the PINN models.

3.1.1 Simulated SIR-Data

A glaring issue when minimizing the PINN’s loss function, e.g. (2.56), is that
it is not a convex problem, meaning that it may be very difficult to analyze the
obtained solution with regards to global optimality, which is true in general for
ANN models [24, p. 200]. In other words, is it certain that the PINN converges to
the right epidemiological parameters? In light of this issue, the benefits of testing
the PINN framework on simulated data are clear: one knows what the answer
is before training the PINN, and it is thus very easy to compare the obtained
solution to the true parameter values and state variable trajectories.

To obtain the simulated time-series, the SIR/SEIR ODE:s, i.e. (2.5) and
(2.12), were integrated numerically with a fourth-order Runge-Kutta method us-

45
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ing 1000 steps per unit time, which was deemed small enough to make any errors
stemming from the numerical integration negligible. The obtained time-series
data of the simulated infectious compartment was then subsampled with unit-
time distance between each sample point, representing measurements in discrete
“days”. The decision to only allow the PINN to train on the infectious com-
partment data was motivated by the fact that this is the data that is typically
reported and collected; consequently, if the PINN were to require data from all
compartments to work, it would limit its practical utility.

3.1.2 Reported Covid-19 Case Data

The PINN models were also trained on real Covid-19 data: the time-series data
consisted of the reported daily incidence of new cases from the Stockholm region.
Thus, it was here assumed that N in the a priori SIR-models corresponded to
the population of Stockholm county (swe: Stockholms län). The population was
taken as a constant N = 2383 269 based on an SCB report [48]. The data series
began on 27 February 2020, which was the day of the first reported incidence of
a new case in the Stockholm region data set. The data had gone through a pre-
processing stage in which some cases had been excluded in order to produce more
consistent time-series. These included: 1) mild cases, found through increased
testing of healthcare personal (akin to so-called “screening”); and 2) cases that
have been infected abroad. This is the same pre-processing as in [49, p. 12].

3.1.2.1 Estimating Prevalence from Reported Incidence Data

In the PINN models described in Section (2.4.1), the output of the neural network
is a prediction of the number of individuals in each compartment of the a priori
SIR model at any given point in time (ignoring for now the extensions made in
Model IIb, which features an additional output corresponding to the transmission
rate). Thus, because of how the MSE data loss is defined, i.e. (2.48) or (2.59), the
PINN expects the targets1 to correspond to a prevalence of reported infectious
individuals. This becomes a potential issue in practical situations, when the only
available data is the (reported) incidence of new cases. This section describes
how this was handled in the context of this thesis.

Let {qr,k}K+3
k=−3 be a time-series of the daily reported incidence of new cases,

where qr,k is the reported incidence on day tk, and assume Ir(t0) is known (i.e.
the initial condition for the reported prevalence). First, the incidence time-series
was smoothed using a centered 7-day rolling mean. This generated a smoothed
time-series between days t0 to tK ; see, e.g., red curve in Figure 3.1.1. Next, the
smoothed time-series was interpolated with cubic splines to obtain a continuous
incidence as a function of time. The Ir(t) state variable in the SEIR model

1Defined in Section 2.2.2.
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Figure 3.1.1: Time-series of incidence data. The scattered dots repre-
sent the daily new cases, and the red curve is a centered 7-day rolling
mean.

(2.12) was then integrated with a fourth-order Runge-Kutta method, using this
interpolated incidence function in place of the incidence term. Finally, a training
data series {uk}Kk=0 was constructed by subsampling the obtained Ir(t), using
unit-step intervals from day t0 = 0 to day tK = K, see Figure 3.1.2. Note
that one, in principle, could exploit the cubic spline interpolation and generate
additional training data points in-between each day. Indeed, this was done in
[14] to “to generate sufficient training data” [14, p. 472]. However, doing so
increases computational complexity, and it is also not obvious just how many
“extra” points should be used. Throughout the experiments conducted in the
context of this thesis, nothing was found that would motivate this approach;
thus, a daily reported prevalence was taken as the training data.

A possible concern that could be raised against this approach is that, because
of the 7-day rolling mean, if there exists a total of K + 1 days worth of data, one
effectively lose the last three days, since there is no data available on days K + 1
throughK+3, to compute the mean on dayK. However, as stated in [50], there is
often some form of lag in the reporting of real epidemiological data; consequently,
it can be argued that one probably wants to wait until more data is gathered
anyway, allowing the data to stabilize, before performing an analysis. Thus, in
practice these three “missing days” is not expected to constitute a significant
limitation.
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Figure 3.1.2: Estimated reported prevalence time-series (red circles). The cen-
tered 7-day rolling mean of the daily reported incidence time-series is included (blue
circles). The dashed line shows the reported infectious state variable Ir(t) in the
least squares solution, obtained through traditional methods (described in Section
2.1.4). Notice that this way of estimating the reported prevalence is consistent with
the least squares solution, with the exception that it captures some additional dy-
namics, seen for example in the hump early in the time-series.

An alternative to this approach would be to train directly on the incidence
data, instead building the MSE data loss with the residuals qr,i−(1−pu)ρÊ(ti;θ),
where Ê is the PINN’s estimate of the exposed compartment, and qr,i is a reported
incidence at time ti. However, even with a 7-day rolling average, the incidence data
still featured some sharp increases and decreases. It was noted that this seemed to
make it slightly harder for the PINN to learn when working with Model IIa, but
was not explored further. It is possible that this alternative approach may have
worked well for Model IIb since it should permit more flexible solutions due to
its highly flexible parameterization of β(t). Nevertheless, having the PINN train
on the estimated prevalence data made it possible to compare the learnt model
estimate of (1− pu)ρÊ with the true incidence time-series, and check whether it
was consistent. This provided a good “sanity check”.

To summarize, while the choice of training on an estimated, smoothed, preva-
lence time-series was not arbitrary, it should be noted that there may be other
viable approaches, and it is possible that a different network architecture (per-
haps a larger network) might better handle training directly on the slightly more
volatile incidence time-series, or that generating additional training data points
may improve the PINN’s performance. Notwithstanding, performing deeper inves-
tigations into these questions was deemed to fall outside the scope of the present
thesis.
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3.1.2.2 Ratio of Unreported Cases

An important source of uncertainties in the results produced in this thesis, stems
from the values used for pu, which is the ratio of unreported infectious individuals.
In Model II (see Section 2.4.1.2) this parameter enters through the a priori SEIR
model (2.12); hence, it is important to realize that different assumptions on pu
may lead to different results. The values for pu used in this study were point-
estimates based on surveys conducted at different points in time during the Covid-
19 pandemic, in which participants were randomly sampled and tested. A more
detailed description about the method used in generating these estimates can be
found [51]. The point-estimates are presented in Table 3.1.

Table 3.1: Point-estimates of the ratio of unreported cases for different dates. In the “Mean pu”
column, the estimated mean values of the ratio of unreported cases is presented. In the rightmost
column, the corresponding estimated confidence interval is presented, under the assumption that pu is a
beta-distributed random variable.

Date (in year 2020) Mean pu Confidence interval

26 March - 03 April 0.973 [0.954, 0.984]
21 April - 24 April 0.970 [0.943, 0.985]
25 May - 28 May 0.943 [0.842, 0.980]

24 August - 28 August 0.845 [0.161, 0.997]

When applying the PINN framework on longer time-series, pu was assumed
to be a piece-wise linear function interpolating the point-estimates shown in Ta-
ble 3.1. The analyses in this thesis were performed on data stretching back to 27
February 2020. Thus, prior to the first point-estimate, the ratio pu was assumed
to be constant, meaning the values from the first row of Table 3.1 were used. This
piece-wise linear estimate of pu(t) is plotted in Figure 3.1.3 for the mean values,
as well as the upper and lower confidence interval bounds.

3.2 Procedure

In order to validate a PINN model before it was applied to real data, training data
was simulated from the PINN’s a priori model, as described in Section 3.1.1, and
the PINN was then tasked to retrieve some unknown model parameters. In this
setting, the true answer was known and could be used in evaluating the accuracy
of the PINN directly.

The PINN framework (Model IIa and Model IIb) was then tested on actual
Covid-19 data, described in Section 3.1.2. In this setting, the PINN was tasked
to learn the unknown transmission rate based on the case data. Since the true
transmission rate was unknown, the PINN’s learnt solution was instead validated
by integrating the a priori SEIR system with the learnt transmission rate, and
studying how well the obtained simulated Ir(t) state variable fit to the training
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Figure 3.1.3: Piece-wise linear interpolation of the point-estimates of
the ratio of unreported infectious individuals. The values correspond to
the mean (circles), and upper (square) and lower (triangle) confidence
interval bounds presented in Table 3.1

data. The metric used for the goodness of fit is in this thesis referred to as a
forward-satisfaction, since it involves solving the forward problem (integrating
the ODE:s with known parameters) to see how well it fits to the data. Formally,
the forward-satisfaction index is defined in the same way as the coefficient of
determination:

Cf := 1−
∑

n

[
un − Ĩr

(
tn;β(tn;θ)

)]2∑
n(un − ū)2

≤ 1 (3.1)

where un is the estimated reported prevalence training data on day tn, ū is the
mean of this prevalence time-series, and Ĩr

(
tn;β(tn;θ)

)
is the reported infectious

state variable of the SEIR system (2.12) when it is solved using the PINN’s learnt
transmission rate, β(t;θ). Note that Cf = 1 represents a perfect fit. Conversely,
Cf = 0 corresponds to the naive forward solution which is simply the mean value
of the observational data for all times, and Cf < 0 corresponds to an even worse
fit than that. This measure is useful since it is possible that the PINN’s own
estimate for the Ir(t) state variable (in the PINN’s output) may fit well to the
data even when Cf is far from 1, in which case one has good reason to doubt the
PINN’s learnt transmission rate2.

2While it is true that the PINN’s loss function is meant as a measure of both 1) how well
the PINN fits to the data, and 2) how well its output satisfies the a priori ODE:s, it is much less
practical when comparing different PINN models, since it is not normalized like Cf is.
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Note that, when implementing the PINN framework, additional methodolog-
ical questions arises relating to the actual training of the neural network, such as
choice of architecture (e.g. the number of layers and neurons); others relate to
choices made which affect the convergence of the optimization algorithm, such as
scaling of data. These questions are addressed in the following.

3.2.1 Neural Network Design (Hyper-Parameter Tuning)

The PINNs were implemented in Python 3.9.9 using the TensorFlow 2.5.0 API.
Some of the basic code for the PINN class was based on a Google Colab note-
book3 which presents PINNs in the more general context of PDEs. It is a good
introductory tutorial and contains references to the original works by Karniadakis
et. al. [31].

A neural network model comes with so-called hyper-parameters—variables
within the network that are not “trainable”, but that can be tuned by the user in
order to change the performance of the network. Thus they are denoted hyper-
parameters to separate them from the network’s trainable parameters, such as
the weights between neurons. An example of such hyper-parameters include the
number of hidden layers in the network, or the number of neurons in each layer,
but it also includes the choice of learning rate in the optimization algorithm, or
for how long to train. This section motivates the choices made with regards to
these hyper-parameters. It should be noted that this was by no means an ex-
haustive hyper-parameter search. Rather, it was performed in order to obtain,
in a systematic way, a reasonably well-performing neural network. As a short
preliminary, here follows a brief explanation of the concept of epochs, which will
be used often throughout the rest of this thesis.

In many implementations, the data set is partitioned into mini-batches, and
the gradient-descent type methods, used in minimizing the loss, perform updates
by calculating the gradient on a single such mini-batch. This means fewer data
points may be used for each update, which in turn can increase the speed of the
algorithm. An epoch, then, is defined as having cycled through or “depleted” every
such partitioned subset of the data, and the length of training sessions are often
specified in terms of the number of epochs, rather than the number of iterations.
Thus, the number of iterations and the number of epochs is only the same when a
full-batch (all data) is used for each gradient update step. See [24, p. 275-276] for
more details concerning mini-batch versions of SGD-type optimization algorithms
in neural networks.

As for network architecture, a network with 4 hidden layers with 64 neurons
in each was taken as a preliminary model, which was inspired by [14]. This was

3URL to notebook: https://colab.research.google.com/github/janblechschmidt/
PDEsByNNs/blob/main/PINN Solver.ipynb#scrollTo=cwFWxL93ZEkX

https://colab.research.google.com/github/janblechschmidt/PDEsByNNs/blob/main/PINN_Solver.ipynb#scrollTo=cwFWxL93ZEkX
https://colab.research.google.com/github/janblechschmidt/PDEsByNNs/blob/main/PINN_Solver.ipynb#scrollTo=cwFWxL93ZEkX
https://colab.research.google.com/github/janblechschmidt/PDEsByNNs/blob/main/PINN_Solver.ipynb#scrollTo=cwFWxL93ZEkX
https://colab.research.google.com/github/janblechschmidt/PDEsByNNs/blob/main/PINN_Solver.ipynb#scrollTo=cwFWxL93ZEkX
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then found to work well and give a reasonable trade-off in terms of expressive
power and computational cost, and was thus used for all experiments presented
in this thesis. It was noted that a neural network model could be trained to fit to
time-series data of a compartmental model with a small network, e.g. one hidden
layer with 16 neurons; but to learn the transmission dynamics, i.e. the parameters
in the a priori model, a larger network was typically required.

In training the PINNs, the Adam optimizer [30] was used. This was deemed
superior to standard stochastic gradient descent (SGD) based on a preliminary
experiment conducted on Model I4, which compared Adam with the default learn-
ing rate, to SGD with three different learning rates (see Figure 3.2.1). Notwith-
standing, the updates of Adam were found to also be quite noisy. Employing a
linear learning rate decay helped with this, which also improved the convergence
speed slightly, in that it obtained a lower loss value in the same number of itera-
tions (see Figure 3.2.2). The learning rate decay used was TensorFlow’s built-in
PolynomialDecay with power=1.
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Figure 3.2.1: Experiment comparing Adam optimizer with vanilla stochastic gradient descent (SGD).
PINN Model I was used, where the PINN was tasked to learn the constant parameters β and γ. A
network with 4 hidden layers each with 64 neurons was used. Left plot: Convergence of the learnt
parameter value of β during training. Right plot: Loss values corresponding to the trajectories in the
left plot. Note that Adam is able to achieve a lower loss value than SGD; however, the updates a more
noisy. The same random seed was used in initializing the network each time.

Note that the network was trained using full batch updates, in which the entire
training set is used in each gradient-based update step.

3.2.2 Density of Collocation Points

The effect of the density of collocation points, described in Section 2.3.4, was
also explored. A visualization of different choices of collocation point density
is shown in Figure 3.2.3. It was hypothesized that employing more collocation
points would constrain the solution to more “continuously” satisfy the a priori

4Described in Section 2.4.1.1.
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Figure 3.2.2: Experiment comparing Adam optimizer with- and without learning rate decay. PINN
Model I was used, where the PINN was tasked to learn the constant parameters β and γ. The true
value β = 1 is marked with a dashed line. Left plot: Convergence of the learnt value of the constant β
without learning rate decay (blue) and with a linear learning rate decay (red) starting with learning rate
η = 0.001 and ending on η = 0.00005, training for 25 000 epochs. The same random seed was used in
initializing the network each time. Right plot: Loss values corresponding to the trajectories in the left
plot. Note that using a learning rate decay improved convergence. The same random seed was used in
both experiments.
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Figure 3.2.3: Different choices of collocation point density. Each level on the y-axis corresponds
to an increasing number of collocation points per unit time.

system dynamics and, conversely, that using too few collocation points could
be detrimental to performance. Of course, more collocation points comes with
higher computational cost. A comparison of convergence trajectories for different
densities is shown in Figure 3.2.4. It is clear that the PINN struggles when the
number of collocation points are too few. Based on these experiments, a density
of four equidistantly spaced collocation points per unit time was found to give a
reasonable trade-off between computational cost and model performance.

It was also noted that the learnt solution would occasionally exhibit “jumps”
near t = 0. For the more complicated models, i.e. variants on Model II, a
non-uniform density was used, where the first five days used a density of 20
equidistantly spaced collocation points per unit-time (and then 4 points per unit-
time for days after that) as a way to guard against this issue.
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Figure 3.2.4: Effects of different choices of collocation point density on the PINN’s learning speed.
Model I was used, and the trajectories show the convergence of the value of the learnt β in the a
priori SIR model (2.5). The colors of the learning trajectories correspond to the colors in the grids
shown in Figure 3.2.3. The true value β = 1 is marked with a dashed line.

3.2.3 Scaling of Outputs

In an SIR model, the magnitude of the state variables can vary greatly between
compartments. For example, in the beginning of an epidemic, there may be in
the order of 1 infectious individual, and N − 1 susceptibles. If N is large, which
is typically the case if one is considering data on the scale of, e.g., major cities,
then the number of individuals in the different compartments can vary with many
orders of magnitude. During preliminary experiments, it was found that this had
a negative effect on the convergence of the optimizer, which is consistent with the
findings in [13]. To remedy this issue, the training data was scaled. In this thesis,
a so-called minmax scaling was used, which transforms the data into the range
[0,1]. More precisely, let U be a set of scalar observational data

U = {uk}Kk=0. (3.2)

One then obtains a new data set, scaled to the range [0,1], by performing the
following transformation

ũi =
ui −min(U)

max(U)−min(U) (3.3)

where ũi is the transformation of the i:th data point.
In calculating the PINN’s a priori loss penalty, LG , the output was transformed

back into the original space. For example: let Smin and Smax be the minimum
and maximum values of observational data from the S compartment respectively,
and let Imin and Imax be the minimum and maximum values of observational data
from the I compartment; then the scaled outputs in Model I became

Ŝ(ti;θ) = f1(t;θ)(S
max − Smin) + Smin (3.4)

Î(ti;θ) = f2(t;θ)(I
max − Imin) + Imin (3.5)
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(and analogously for the other compartments if Model II was used). Each resid-
ual was finally divided by the corresponding minmax range. For example for
Model I, the first residual component was, in total, treated with the following
normalization:

df1(ti;θ)

dt
+
β

N
f1(ti;θ)f2(ti;θ) →

dŜ(ti;θ)
dt + β

N Ŝ(ti;θ)Î(ti;θ)

Smax − Smin
. (3.6)

It is important to note that, since it was assumed in this thesis that there
only existed data from the infectious compartment, the scaling values Smax, Smin

were not known, and had to be estimated somehow. The following approach was
taken:

Again, let qk denote the incidence of new cases on day tk, k = 0, 1, 2 . . . ,K, i.e.
temporally, there was a constant unit-distance between data points. The initial
numbers of individuals in each compartment at time t = 0 were assumed known.
Then, using that S(t) in the underlying SIR model is monotonically decreasing,
one obtains Smax = S(0), and Smin was thus estimated as

Smin = S(0)−
K∑
k=0

qk, (3.7)

i.e. the incidence data was cumulatively added up and removed from the initial
number of susceptible population.

The a priori SEIR model in Model II features additional compartments. In
this setting, there existed both a time-series {uk}Kk=0 of the prevalence of reported
infectious individuals5 and a time-series {qr,k}Kk=0 of reported daily incidence of
new cases, again corresponding to consecutive days. The scaling factors for the
Ir-compartment were obtained directly from the prevalence time-series. More-
over, since the ratio of unreported infectious individuals, pu, and the exposed
compartment’s removal rate, ρ, were assumed a priori known, the min and max
corresponding to the E and Iu compartments were estimated according to

Emin = min

{
qr,k

(1− pu)ρ
∣∣∣k = 0, 1, . . . ,K

}
(3.8)

Imin
u = min

{
puuk
1− pu

∣∣∣k = 0, 1, . . . ,K

}
(3.9)

Emax = max

{
qr,k

(1− pu)ρ
∣∣∣k = 0, 1, . . . ,K

}
(3.10)

Imax
u = max

{
puuk
1− pu

∣∣∣k = 0, 1, . . . ,K

}
. (3.11)

5See Section 3.1.2.1 for how this was dealt with when only reported incidence data was
available.
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Note that the estimates for Emin, Emax are directly based on the incidence term
given in (2.15). Finally, the minimum value for the S compartment was estimated
with

Smin = S(0)−
N∑

n=0

qn (3.12)

where qk = qr,k/(1 − pu) is an estimated total incidence. For situations where
pu in the a priori model was assumed to be time-dependent, pu was replaced by
pu(tk), which is the ratio of unreported infectious individuals on day tk = k.

3.2.4 Transformations of Parameters into Feasible Regions

When using the PINN for parameter identification, a potential issue is that it may
converge to a parameter value that is not realistic: for example, the transmission
rate, β, needs to be positive for it to make sense epidemiologically. Thus, the fea-
sible region for β is V = [0,∞). To enforce this, the parameters were transformed
into the correct range when computing the PINN’s ODE loss function.

In Model I, the PINN was to tasked learn β and γ. To ensure the optimizer did
not get stuck in a poor local minimum in which these parameters were negative,
they were transformed according to

β = eβ̃ ∈ (0,∞) ∀β̃ ∈ R (3.13)

γ = eγ̃ ∈ (0,∞) ∀γ̃ ∈ R. (3.14)

Note that the PINN was actually trained to learn the free parameters λ̃ = (β̃, γ̃)⊤,
but that the actual parameter-estimates were obtained through the transforma-
tions above. In Model IIa, the PINN needed to learn three parameters: α, δ, ε.
To enforce that the PINN learnt sensible parameter values in the correct range,
δ was transformed according to

δ =
1

1 + e−δ̃
∈ (0, 1) ∀δ̃ ∈ R (3.15)

and ε and α were transformed according to

ε = −eε̃ ∈ (−∞, 0) ∀ε̃ ∈ R, (3.16)

α = eα̃ ∈ (0,∞) ∀α̃ ∈ R. (3.17)

Similarly, in Model IIb, the PINN outputs f5 corresponded to β = β(t;θ). In
computing the ODE loss function, this output was transformed in the following
way:



3.2. PROCEDURE 57

β(t;θ) = ef5(t;θ) ∈ (0,∞) ∀f5(t;θ) ∈ R. (3.18)

Note that, in all of the above cases, the PINN actually learnt “free” variables;
however, the actual learnt parameters estimates were obtained by performing the
transformations above. Transforming the variables in this way meant that the
PINN became a little more robust with regards to initialization of the parameters,
in the sense that it made it possible to simply draw the initial parameters from
e.g. a normal distribution without the worry that the learnt parameter ever ended
up outside of the feasible range.

3.2.5 Model Evaluation

This section describes the procedure for testing each of the models presented in
Section 2.4 in more detail.

3.2.5.1 Model I

Model I was tested on simulated data. In the a priori SIR model, i.e. (2.5),
N = 1000 000, and the initial conditions were S(0) = N − 1 and I(0) = 1.
The PINN was tasked to learn the constant epidemiological parameters β (the
transmission rate) and γ (the recovery rate). Training data was generated by
first integrating the SIR system of ODE:s between t = 0 and t = K = 40,
with parameters N = 1000 000, β = 1, γ = 0.2, and then subsampling the I(t)
trajectory in unit-time steps, to obtain a daily infectious compartment time-series
for training (see Section 3.1.1 above for more details).
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Figure 3.2.5: Left: Time-course of simulated SIR-data used for testing Model I, corresponding
to population size N = 1000 000 and β = 1, γ = 0.2. Right: Subsampled daily training prevalence
data (red dots). The solid black line is the true prevalence—i.e. the curve corresponding to I(t) in
the left plot—from which the training data was subsampled.

The neural network parameters, θ, and the trainable epidemiological param-
eters, λ = (β,γ)⊤, were initialized with a given random seed and the PINN was
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trained for 25 000 epochs using the Adam optimizer, with a linear learning rate
decay, beginning with learning rate η = 0.001 and ending with learning rate
η = 0.00005.

To study robustness to parameter initialization, 100 PINNmodels were trained,
each with a different initialization of β and γ. These were drawn from a Lognor-
mal(a,b) distribution with a = 0 and b = 1. Recall from Section 3.2.4 that the
PINN learns “free-variables”. Hence, this initialization scheme corresponded to
sampling the free variables from a normal distribution N(0, 1). The PINN mod-
els were again trained for 25 000 epochs. To get a sense of the distribution of
values after training, approximate 95% confidence intervals were computed using
µ ± 1.96σ/

√
n, where µ is the sample mean, σ is the sample standard deviation,

and n the number of samples (in this case n = 100).

Robustness to noise was also studied. To do this, a noisy data set was gener-
ated: Let {ucleank }40k=0 be the clean infectious data time-series data. Following [13],

a noisy training data set, {unoisyk }40k=0, was then simulated by taking

unoisyk = ucleank (1 + wk/15), for k = 0, 1, . . . , 40, (3.19)

where each wk was drawn from a normal distribution N(0, 1). An ensemble of
100 PINN models were trained, and confidence intervals µ±1.96σ/

√
n were again

computed.

3.2.5.2 Model II

Two variants of this PINN model were considered (both described in Section
2.4.1.2), representing two different approaches to learning a time-dependent trans-
mission rate. In the first, labeled Model IIa, the output of the PINN approximated
the state variables S(t), E(t), Iu(t), Ir(t) in the underlying SEIR model (2.12),
and it was tasked to learn three unknown parameters α, δ, ϵ in the time-dependent,
sigmoidal, transmission rate function (2.58). Note that the midpoint parameter
in the transmission rate, tb, was assumed known: on March 16 2020, people in
Stockholm were recommended to work from home; thus, following [22], tb was
taken to correspond to this date: tb = 18 (based on t0 = 0 representing February
27 2020). In the second variant, Model IIb, in addition to approximating the
SEIR model’s state variables, the output of the PINN also featured a node which
represented the time-dependent transmission rate, and the PINN was tasked to
learn the shape of this transmission rate. Note: in this latter case, apart from that
the transmission rate should be positive (and, of course, consistent both with the
PINNs output and the underlying SEIR model’s system of ODE:s) no additional
a priori assumptions were imposed on its shape.

It was here assumed in the a priori SEIR model that N = 2383 269 (based
on an SCB report on the population of Stockholm county [48]). The initial time,
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t = 0, was taken to correspond to February 27 2020. Moreover, it was assumed
that S(0) = N − 1 − pu(0)/(1 − pu(0)), E(0) = 0, Iu(0) = pu(0)/(1 − pu(0)),
Ir(0) = 1, where pu(0) = 0.973. Moreover, following [22], ρ, the rate at which
individuals move from the exposed to the infectious compartments, was taken as
a constant ρ = 1/5.1, and γ, the rate at which individuals move from infectious
to recovered, was taken as a constant γ = 1/5 = 0.2.

Validation on Simulated Data: To validate the implementation of the
models, both Model IIa and Model IIb were tested on simulated (synthetic) SEIR
data. The data generation is described above in Section 3.1.1. In simulating
this data, the transmission rate was assumed to be the sigmoidal transmission
rate (2.58). To ensure that the simulated data was somewhat reminiscent of
real epidemiological data, the three transmission rate parameters (α,δ,ϵ) used
for generating the data were obtained by the standard non-linear least-squares
regression technique (LSQ) (described in Section 2.1.4) performed on the real
Covid-19 data set stretching between February 27 2020 and April 10 2020. These
parameter values were α̂ = 1.552, δ̂ = 0.0687, ϵ̂ = −0.1130. A synthetic training
data set, {(tk, uk)}43k=0, was then created, with inputs tk = 0, 1, . . . , 43 and where
uk was the prevalence of reported infectious individuals, i.e. uk was sampled from
the simulated state variable Ir(t) such that un = Ir(tk).

A linear learning rate decay was again used. The same linear learning rate
decay was used for all experiments with Model II, where a decay from 0.001 to
0.00001 in 120 000 epochs was used as a baseline. If the PINN was trained for
twice as long, the learning rate would decay to 0.00001/2, etc.

To take robustness of parameter initialization into account, an ensembles of
five PINN models were trained rather than a single model. This was done for
both Model IIa and Model IIb.

Evaluation on Real Epidemiological Data: To test the PINN framework
on real data, both Model IIa and Model IIb were trained on Covid-19 data from the
Stockholm region (see Section 3.1.2). The training data was made up of a daily
time-series of data-tuples {(tk, uk)}Kk=0, where tk = 0, 1, . . . ,K represented the
days since February 27 2020 and {uk}Kk=0 was the estimated reported prevalence
time-series based on the 7-day rolling mean of the reported daily incidence of
new cases (see Section 3.1.2.1). Hence, the time-series {uk}Kk=0 was assumed to
correspond to daily measurements of the true Ir(t) state variable. Again, an
ensemble of five PINN models was trained, rather than a single model.

Two time periods were considered. The first stretches between February 27
2020 and April 10 2020. These dates were chosen based on a study conducted
by the Swedish Public Health Agency [22], using the traditional least squares
method on data roughly spanning these dates (note however that they used the
date of symptom onset as the time of infection, whenever that information was
available [22, p. 12]; such a correction was not performed in the present thesis).
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Over this shorter time-period, the ratio of unreported infectious individuals, pu,
was assumed constant (pu = 0.973), corresponding to the first point-estimate
in Table 3.1. The second time period stretches between February 27 2020 and
August 26 2020, and was chosen to roughly coincide with the first wave of Covid-
19. Over this longer time-period, it was no longer reasonable to assume a constant
pu. Rather, it was taken to be a piece-wise linear function of time (described in
Section 3.1.2.2), using the mean values in Table 3.1.

Remark. In Appendix C, the results from studying the sensitivity to different
choices of pu are shown.

In the next chapter, the results of the thesis are presented.



Chapter 4

Results

This chapter presents and analyzes the key results of the present thesis. All
relevant methodological details are described in Chapter 3, and are thus largely
omitted from this chapter, except for occasional reminders.

Recall that the aim of the thesis was to develop a physics-informed neural
network (PINN) model for the purpose of solving inverse problems in epidemi-
ology. The underlying modelling framework of these machine learning models
exploits a neural network as a universal function approximator, where the output
of the neural network corresponds to state variables in an a priori compartmental
model. To learn unknown epidemiological parameters in a given compartmen-
tal model, the compartmental model’s ordinary differential equations (ODE:s)
are evaluated with the neural network’s output state variables, and residuals are
constructed measuring the degree to which the ODE:s are satisfied in discrete
collocation points. The hope then is that the PINN is able to learn the un-
known model parameters by simply minimizing a mean squared error loss—based
both on observational data as well as deviations from the compartmental model’s
ODE:s—with respect to both the neural network’s intrinsic parameters and the
unknown epidemiological parameters. The PINN framework thus boils down to
an unconstrained optimization problem (see Section 2.4 for details).

Ultimately, the PINN framework was studied as a tool for extracting a time-
dependent transmission rate—and thus a time-dependent reproduction number—
based on case data and a given SEIR model. However, as a proof of concept (PoC),
a simpler model was first considered, trained only on simulated (synthetic) data.
This simpler model (denoted Model I) was also used in preliminary experiments
described in Chapter 3.

61
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4.1 Model I

Testing was first performed on Model I, defined in Section 2.4.1.1. In this setting,
the PINN was tasked to learn the constant parameters, λ = (β, γ)⊤ ∈ R2, in
the three-compartment SIR-model (2.5), based only on data from the infectious
compartment. The procedure used for evaluating the Model I is described in
detail in Section 3.2.5.1.
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Figure 4.1.1: Model I trained on simulated SIR data. Left: Loss function as a function of epochs.
Note that, for clarity of presentation, the loss (log scale) is plotted for every 100th epoch. Right:
Learnt β and γ values recorded during training. The horizontal axis (log scale) shows the epochs
(iterations in the network’s optimization algorithm) and the vertical axis shows the learnt values of
β and γ. The scatter plot circles indicate where “snap-shots” of the PINN model were recorded,
where the values of β and γ in these points correspond to the compartment trajectories shown in
Figure 4.1.1.

The left plot of Figure 4.1.1 shows the loss as a function of epochs, and the
right plot shows the convergence trajectories of the learnt values of β and γ as
functions of epochs (training iterations). We see that the PINN converges to
values close to that of the true parameters after around 10 000 epochs. In the left
plot, we also see that the PINN eventually converges to a very small loss value
(< 10−7), which is a good sanity check.

Recall that the PINN’s output in Model I approximates the state variables S(t)
and I(t). In order to visualize how the PINN’s outputs changed during training,
“snap-shots” were taken after 10, 100, 1000 and 10 000 epochs. Each of the four
plots in Figure 4.1.2 thus visualizes the outputs of the PINN, recorded at 10, 100,
1000, and 10 000 epochs respectively. The learnt β- and γ-values corresponding
to these snap-shots are indicated with circles in Figure 4.1.1.

Looking at the upper left plot of Figure 4.1.2, we see that the PINN model’s
output, after 10 epochs of training, is only approximately able to satisfy the initial
conditions I(0) = 1; apart from that, its output is nothing like the trajectories
of the true state variables. In the upper right plot, showing the outputs after
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100 epochs of training, the PINN has learnt to satisfy all initial conditions. In
the bottom left plot, the PINN is 1000 epochs into training, and the shape of
the solution curves are starting to look more like the true curves. Moreover, it
is interesting to note that the PINN seems to be quicker at well-approximating
I(t) relative to the other state variables. This can be explained by the fact that
the standard MSE loss Ldata (i.e. the “data loss”) only uses data sampled from
I(t); hence S(t)—and thereby R(t)—has to be learnt via the penalized a priori
dynamics, without any “aid” from observational data. Finally, in the bottom
right plot, the PINN is 10 000 epochs into training and is at this point doing
a very good job approximating the true S(t), I(t), R(t) state variables (though,
again, note that R(t) is given simply by R(t) = N − S(t)− I(t)).
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Figure 4.1.2: Four snapshots of the PINN’s state variable predictions recorded at different epochs
during training of Model 1 on simulated data: blue curves are susceptibles, orange curves are
infectious, and green curves are recovered. The true curves for the susceptible (dashed), infectious
(solid) and recovered (dashed-dotted) are included for reference. Note that the y-axis scale is fixed,
and thus, predictions sometimes disappear outside the plots. Upper left: The PINN model is 10
epochs into training (note that the susceptible and recovered curves move outside the plot). Upper
right: 100 epochs into training. Bottom left: 1000 epochs into training. Bottom right: 10 000
epochs into training.

Next, the robustness to parameter value initialization was studied. 100 PINN
models were trained, each with a different initialization of β and γ from a log-
normal distribution. The training trajectories for the learnt values of β and γ are
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shown in Figure 4.1.3. After 25 000 epochs, approximate 95% confidence intervals
(see Section 3.2.5.1) for the mean values of β and γ were βPINN ∈ [0.997, 1.001],
and γPINN ∈ [0.199, 0.202]. Thus, with clean simulated data, the PINN had
no problem finding the true parameters based on the incomplete training data
set. This was encouraging and considered as PoC. Next, robustness to noise was
studied:
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Figure 4.1.3: Robustness to parameter initialization (Model I with
clean data). Visualization of convergence trajectories of 100 PINN models
trained with different initial values of β and γ. The training data that
was used is shown in the right plot in Figure 3.2.5.

4.1.1 Adding Noise

To study robustness to noise, an ensemble of 100 PINN models was trained on
a noisy data-set (the generation of which is described in Section 3.2.5.1). The
results are shown in Figure 4.1.4.

Approximate 95% confidence intervals for the learnt parameter values after
training 100 PINN models for 50 000 epochs were βnoisyPINN ∈ [1.113, 1.117] and

γnoisyPINN ∈ [0.1845, 0.1853]. Thus, since the transmission rate was overestimated,
and the recovery rate was underestimated. A plausible explanation for this is
that the PINN in this case had two conflicting objectives: 1) minimizing the
distance to the data points (data residuals), and 2) minimizing the ODE residuals.
Consequently, with the a priori assumption that both β and γ were constant, the
PINN struggled to minimize the ODE residuals while at the same time minimizing
the data residuals. Indeed, when training on clean data, the ensemble’s mean ODE
loss value reached 5.6 · 10−7 after 25 000 epochs; when training on noisy data, the
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Figure 4.1.4: Robustness to parameter initialization (Model I with noisy data). Left: Visualiza-
tion of convergence trajectories of 100 PINN models trained with different initial values of β and γ.
Right: Noisy training data (black circles), true I(t) (dashed black line) and the PINN’s prediction
(red solid line).

corresponding loss only reached down to 9.4 ·10−5 even though it trained for twice
as long.

4.2 Model II

Next, Model II was evaluated. In this setting, the PINN framework was ultimately
tested on real Covid-19 case data from Stockholm county (see Section 3.1.2). Two
variants of this PINN model were considered, both described in Section 2.4.1.2,
representing two different approaches to learning a time-dependent transmission
rate. The procedure for testing Model II is outlined in detail in Section 3.2.5.2.

4.2.1 Model IIa

In Model IIa a sigmoidal transmission rate was assumed, parameterized by three
a priori unknown parameters: α, δ, ϵ.

4.2.1.1 Simulated Data

Model IIa was first tested on simulated (synthetic) SEIR data.

An ensemble of five PINN models was trained, and the mean values of the loss
and the three transmission rate parameters are shown in Figure 4.2.1 as functions
of epochs (training iterations). The mean parameter values, learnt by the PINN
ensemble after 120 000 epochs, are presented in Table 4.1.

The PINN converged to values very close to the true values. Note that, since
the ODE penalty and the MSE data loss were still decreasing after 120 000 epochs,
it seems likely that the PINN would have obtained even lower loss had it been
allowed to train for even longer, further improving the estimates for α, δ, ϵ.
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Figure 4.2.1: Convergence of loss and parameter values (Model IIa trained on simulated data). An
ensemble of five PINN models was trained, with different initializations of the trainable parameters.
Left: Ensemble’s mean loss values (log scale) as a function of training iterations (epochs). The
blue curve is the data loss, and the orange curve is the ODE loss, i.e. the measure of how well the
PINN’s output satisfies the a priori SEIR system of ODE:s in the discrete collocation points. For
clarity of presentation, the loss is plotted every 100th epoch. Right: Learnt parameter values α, δ
and ϵ as a function of training iterations (epochs) for each PINN in the ensemble. The true values
have been included for reference.

Table 4.1: Model IIa’s learnt parameter values (simulated data) after training for
120 000 epochs. The uncertainty in the PINN’s learnt parameter values were taken
as 1.96σ/

√
n (with n = 5) rounded to the first decimal place, where σ is the standard

devation in the ensemble.

Parameter: α δ ϵ

Truth: 1.552 0.0687 −0.1130
PINN: 1.553± 0.001 0.0700± 0.0008 −0.1138± 0.0005

The PINN ensemble’s learnt estimates for the state variables in the a priori
SEIR model are shown in Figure 4.2.2 (top and bottom left) for t ∈ [0, 73]. The
state variables estimated by the PINN lie very close to the true solution in the
period corresponding to the training data t ∈ [0, 43] (demarcated by the vertical
dotted line). Conversely, on t ∈ (44, 73]—which is outside the range of the training
data—the PINN’s outputs start to deviate from the true solution (similar to
the example with the harmonic oscillator in Section 2.3). There is also larger
variability among the five trained PINN models in this region.

In the bottom right plot of Figure 4.2.2, the PINN’s learnt effective reproduc-
tion number Re(t) = β̂(t)Ŝ(t)/(γN) is shown, where β̂(t) is the transmission rate
using the PINN’s learnt parameter values, and Ŝ(t) is PINN’s estimate for the sus-
ceptible state space variable. We see that it closely follows the true reproduction
number.

4.2.1.2 Real Data

Next, Model IIa was trained on the real Covid-19 data set. An ensemble of five
PINN models was trained, again for 120 000 epochs.
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Figure 4.2.2: Model IIa trained on simulated data. An ensemble of five PINN models was trained
for 120 000 epochs, with different initializations of the trainable parameters. Consequently, each
subplot shows the results for each of the five models (using slight transparency). The vertical dotted
line demarcates the training region (t ≤ 43) and the region in which the PINN had to extrapolate
(t > 43). Top left: PINN’s learnt reported infectious state variable (red), along with the true
time-series (dashed) and the sampled training data (circles). Top right: PINN’s learnt exposed
(blue) and unreported infectious (red) state variables, along with the true time-series. Bottom
left: PINN’s learnt susceptible (blue) state variables along with the true time-series. Bottom
right: PINN’s learnt effective reproduction number (Re) along with the true reproduction number
time-series.

The mean loss and parameter values are shown in Figure 4.2.3. Looking at the
loss convergence (left plot), note that the PINN’s loss converged (plateaued) faster
and to a loss of higher magnitude after the same number of training iterations
(compared to when simulated data was used). After 120 000 epochs, it had
learnt the following parameter values: α = 1.487 ± 0.003, δ = 0.088 ± 0.002,
ϵ = −0.119 ± 0.001 (where the uncertainties were estimated in the same way as
in Table 4.1).

Figure 4.2.4 shows the learnt effective reproduction number Re(t) based on
the PINN’s learnt transmission rate parameters (bottom right), as well as the
corresponding learnt state variable estimates of the PINN’s output (top, and
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Figure 4.2.3: Convergence of loss and parameter values (Model IIa trained on Covid-19 data). An
ensemble of five PINN models was trained, with different initializations of the trainable parameters.
Left: Mean loss values (log scale) as a function of training iterations (epochs). The blue curve is
the data loss, and the orange curve is the ODE loss, i.e. the measure of how well the PINN’s output
satisfies the a priori SEIR system of ODE:s in the discrete collocation points (described in Section
2.3.4). For clarity of presentation, the loss is plotted every 100th epoch. Right: Learnt parameter
values α, δ and ϵ as a function of training iterations (epochs).

bottom left). For reference, the least-squares (LSQ) solution is included1.

Although the focus of this thesis is on analysis rather than prediction, it is
still interesting to observe what happens outside the time interval defined by the
training data (again demarcated by the dotted line). We see that the PINN’s
output is largely consistent with the data; however, note that the variability of
the PINN ensemble’s estimates again increases as the predictions are made further
from the training region, as expected.

Note also that the PINN did not converge to the LSQ solution exactly. To
investigate how well the learnt transmission rate conformed to the training data,
the forward-satisfaction index (FSI)2, denoted Cf , was computed. Recall that
the FSI describes how well the simulated state variable Ir(t) conforms to the
training data when the a priori SEIR model’s system of ODE:s (2.12) is solved
with the PINN’s learnt transmission parameters, with Cf = 1 corresponding
to a perfect fit to the data, while small, or even negative, values of Cf means
that it conforms poorly to the data. The FSI for each PINN in the ensemble is
presented in Table 4.2. In this case, it was found that Cf = 0.95±0.01, where the
uncertainty in the ensemble was again computed as µ ± 1.96σ/

√
n with sample

mean µ, standard deviation σ and the number of models n. The right plot of
Figure 4.2.8 visualizes this forward-satisfaction. We see that the transmission
rate learnt with Model IIa underestimates the Ir(t) state variable. Comparing

1The LSQ solution was found by the methods described in Section 2.1.4, and is the same
solution which was used in generating the simulated (synthetic) training data, described in
Section 3.2.5.2. The LSQ method was applied directly onto the non-smoothed incidence data.
This is important to keep in mind when comparing the results, since the training data used with
the PINN had been smoothed using a 7-day rolling average.

2See Section 3.2 for a detailed definition of the forward-satisfaction index.
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Figure 4.2.4: Model IIa trained on Covid-19 data from Stockholm county (see Section 3.1.2),
ranging from February 27 2020 to April 10 2020. An ensemble of five PINN models was trained for
120 000 epochs, with different initializations of the trainable parameters. Consequently, each subplot
shows the results for each of the five models (using slight transparency). The vertical dotted line
demarcates the training region (t ≤ 43) and the region in which the PINN had to extrapolate
(t > 43). For reference, the least-squares (LSQ) solution’s time-series, obtained by traditional
methods (see Section 2.1.4) is included (black dashed line). Top left: PINN’s learnt reported
infectious state variable (red) and the estimated Covid-19 prevalence training data (circles). Top
right: PINN’s learnt exposed (blue) and unreported infectious (red) state variables, along with the
least-squares solution’s time-series. Bottom left: PINN’s learnt “incidence term” (1−pu)ρE, along
with the corresponding least-squares solution time-series and the actual (non-smoothed) incidence
data. Bottom right: PINN’s learnt effective reproduction number, Re(t), along with the least-
squares solution’s reproduction number time-series.

this to the upper left plot in Figure 4.2.4, we also see that this is not consistent
with the PINN’s own output, raising some questions regarding how one should
interpret the parameter estimates obtained with Model IIa.

Remark. To account for the uncertainty in the pu estimates, the same training
procedure was repeated, but for the lower and upper confidence interval bounds
on pu (see Table 3.1). While it is important to realize that the results shown here
depend on the parameters that were assumed known, such considerations were
deemed to fall outside the focus of the thesis, and the results from this sensitivity
analysis is thus presented in the Appendix (see Figure C.1.1).
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4.2.2 Model IIb

Model IIb is described in detail in Section 2.4.1.2. Recall that, in this setting, no
a priori assumptions were placed on the shape of the transmission rate. This was
accomplished by adding it as an additional output node in the neural network, al-
lowing the transmission rate to be parameterized by all the network’s parameters,
θ (in this case θ ∈ R12933).

4.2.2.1 Simulated Data

To study Model IIb in a clinical setting, it was first tested on the simulated data
set (the same as for Model IIa). It is here important to remember that, while the
true transmission rate was a sigmoid function, the PINN was not constrained to
learn a sigmoidal transmission rate, as in Model IIa; rather, since the transmission
rate in Model IIb was parameterized by the neural network, it was expected to
be able to learn arbitrary (positive) shapes.
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Figure 4.2.5: Learnt transmission rate (Model IIb trained on simulated data). Left: The PINN
was trained for 480 000 epochs. Left: The PINN was trained for 1 920 000 epochs.

Again, an ensemble of five models was trained. The left plot in Figure 4.2.5
shows the transmission rates learnt by the PINN ensemble after 480 000 epochs,
together with the true transmission rate for reference. Encouragingly, the learnt
transmission rate closely follows the true transmission rate for the majority of
the time period. However, it deviates near the beginning of the time interval. It
was hypothesized that training for longer would result in reduced deviations. The
right plot in Figure 4.2.5 shows the results after training for four times as long:
i.e. for 1 920 000 epochs. Note that the deviations near the very beginning of the
time interval, while smaller, persist.

To better understand this phenomenon, consider the residuals through which
the transmission rate, β(t), enters into the optimization program in the PINN:
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Figure 4.2.6: Visualization of the mean squared ODE residuals of Model IIb (trained
on simulated data for 1 920 000 epochs). The y-axis value is proportional to the norm
of the ODE residual vector (2.66) in each collocation point, averaged over the ensemble
of five trained PINN models. Note the slightly higher density of collocation points near
t = 0, as explained in Section 2.3.4. The shaded region represents the variability among
the models in the ensemble and corresponds to µ ± 1.96σ/

√
n, where µ is the ensemble

mean, and σ the ensemble standard deviation, and n the size of the ensemble (i.e. n = 5).

for the true solution, we have

r1(t) =
dS(t)

dt
+
β(t)S(t)I(t)

N
= 0 (4.1)

r2(t) =
dE(t)

dt
− β(t)S(t)I(t)

N
+ ρE(t) = 0, (4.2)

where I(t) := Iu(t) + Ir(t) is the total prevalence. Now let β̃(t) = β(t) + v(t)
be a perturbed transmissions rate, where v(t) is some disturbance. Plugging this
perturbed transmission rate into the expressions for the residuals above, one ends
up with the terms v(t)S(t)I(t)/N . Hence, deviations from the true transmission
rate should have larger impact on the residuals where S(t)I(t)/N is large, and it
therefore makes sense that the PINN would prioritize keeping deviations small in
such regions. Conversely, in the beginning of the epidemic, where S(t)I(t)/N is
relatively small (∼ 1), it may be the case that the PINN is able to obtain small
squared ODE residuals even though its learnt β(t;θ) deviates somewhat from the
true transmission rate.

Investigating this further, Figure 4.2.6 visualizes the mean squared ODE resid-
uals after 1 920 000 epochs: for each time ti, i = 0, 1 . . . , 43 the y-axis value is pro-
portional to the squared norm of the ODE residual vector (2.66). Note that the
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mean squared residuals are indeed disproportionately large in the regions where
S(t)I(t)/N is large (in this case where t is large), lending support to the hypoth-
esis that the PINN prioritizes these regions more during training, which is an
interesting finding.

4.2.2.2 Real Data

Next, Model IIb was trained on real Covid-19 data. This was the same data
set used for Model IIa, stretching from February 27 2020 to April 10 2020. The
results are visualized in Figure 4.2.73. It was trained for 1 920 000 epochs.

The PINN’s estimate for the effective reproduction number, Re(t) (based on
the learnt transmission rate and susceptible state variable), is shown in the bottom
right plot of Figure 4.2.7. It is here interesting to note that although roughly
following the shape of the reproduction number based on the LSQ solution, the
PINN’s estimate forRe(t) starts off significantly higher, and then exhibits a “dip”,
roughly between t = 10 and t = 15, where it reaches below unity. Interestingly,
this dip coincides with the “hump” seen in the early data, where the infected state
variables appear to be leveling off (for Re(t) < 1, we expect the solution to tend
toward the asymptotically stable disease-free equilibrium, see Proposition 2.1.1).
After this hump the infected state variables begin increasing again, and we see
that Re(t) first exhibits an initial sharp increase, (at around t = 15) after which
it slowly tends toward unity again, as the state variables again start leveling off.

Again looking at the bottom right plot of Figure 4.2.7, it is also interesting
to note the marked increase in model variability near the beginning of the time-
interval, which is consistent with the findings from training on simulated data.

Table 4.2: Comparing forward-satisfaction index (FSI), Cf , for Model IIa and Model IIb. An ensemble
of five instances of the PINN were trained for Model IIa and Model IIb respectively. The abbreviation
No. is used to denote each specific PINN instantiation. The Cf is rounded to 6-digit precision.

Forward-satisfaction index (FSI), Cf

Model
No.

1 2 3 4 5

Model IIa 0.964317 0.951782 0.956433 0.929686 0.958944
Model IIb 0.999993 0.999979 0.999997 0.999973 0.999948

While Model IIa was only trained for 120 000 epochs, given the convergence
seen in Figure 4.2.3, it seems likely that it got stuck in some local minimum. In
Figure 4.2.8, the left plot shows the loss convergence for Model IIb. Here the
situation is very different, and it looks like the ODE loss is still decreasing after
1 920 000 epochs.

3Note: Unfortunately, the legend in the top row of Figure 4.2.7 is incorrect. It says “True”
for the dashed (and dashed-dotted) lines, where it should in fact say “LSQ”.
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Figure 4.2.7: Model IIb trained on Covid-19 data from Stockholm county (see Section 3.1.2),
ranging from February 27 2020 to April 10 2020. An ensemble of five PINN models was trained
for 1 920 000 epochs, with different initializations of the trainable parameters. Consequently, each
subplot shows the results for each of the five models (using slight transparency). For reference, the
least-squares (LSQ) solution’s time-series, obtained by traditional methods (see Section 2.1.4) is in-
cluded (black dashed line). Top left: PINN’s learnt reported infectious state variable (red) and the
Covid-19 training data (circles). The dashed line corresponds to the least square solution obtained
through traditional methods (see Section 2.1.4) and is included for reference. Top right: Exposed
state variable, E(t), and unreported infectious state variable, Iu(t). Bottom left: PINN’s learnt
“incidence term” (1 − pu)ρE, along with the corresponding least-squares solution time-series and
the actual (non-smoothed) incidence data. Bottom right: Learnt effective reproduction number,
Re(t), compared with the reproduction number obtained with the traditional least-squares method.
The line Re(t) = 1 is shown for reference.

Table 4.2 compares Model IIb with Model IIa in terms of FSI. We see that
Model IIb has a consistently higher FSI. This difference is clearly seen in the
right plot of Figure 4.2.8, which visually compares Model IIb with Model IIa with
respect to forward-satisfaction. Hence, the uncertainties in Model IIb’s learnt
transmission rate β(t;θ) near t = 0 do not seem to result in significant errors in
the forward-solution. The results also suggest that the transmission rate learnt
with Model IIb is more consistent with the data, than that learnt with Model IIa.

Finally, the Model IIb PINN was tested on a longer time-series, spanning from
February 27 2020 to August 26 2020. This time period was chosen to cover the
full first wave of Covid-19 in Stockholm county. Based on the results from using
the shorter time period, the PINN was now trained for 3 840 000 epochs (twice as
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Figure 4.2.8: Loss convergence of Model IIb, and comparison of Model IIa and Model IIb with
respect to forward-satisfaction. Left: Model IIb trained on real Covid-19 data stretching between
February 27 2020 to April 10 2020. The plot shows the mean loss values (log scale) as a function of
training iterations (epochs). The blue curve is the data loss, and the orange curve is the ODE loss.
Note that the loss is here plotted for every 1000th epoch. Right: The figure plots the Ir(t) state
variable obtained from integrating the a priori SEIR system of ODE:s (2.12) with the transmission
rates learnt by Model IIa (red) and Model IIb (blue). Each model version was trained five times
and the results thus show five curves for each version. The training data is indicated with black
circles.

long) to account for the larger data set. Again, an ensemble of five PINN models
was trained. After training, the a priori SEIR model (2.12) was solved numerically
using the PINN’s learnt transmission rate. Results are shown in Figure 4.2.9.

Looking at the bottom plot, we see that the simulated incidence term matches
the data (7-day rolling average of the daily incidence) very well. Looking at the
top plot, it is interesting to note that the uncertainty within the ensemble is
relatively large near the beginning of the time-interval. This is consistent with
the findings from training the PINN on simulated data (see e.g. Figure 4.2.5),
and is thus likely in part attributed to a difference in the magnitudes of the ODE
residuals during training. However, it is important to note that since the true
transmission rate is here unknown, this ensemble variability is only a proxy for
the actual error.

The bottom plot of Figure 4.2.9 also features the simulated effective repro-
duction number, Re(t). It is interesting to note that, for most of the time-period
after the initial peak in the spring (around day 40), Re(t) largely remains be-
neath unity—which is consistent with the overall decrease of the incidence new
daily cases during this period.
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Figure 4.2.9: Model IIb results from training on Covid-19 data from Stockholm county, correspond-
ing to the first wave (Feb 27, 2020-Aug 26, 2020). An ensemble of five PINN models was trained,
and the results are plotted for each model (using slight transparency). Top: Learnt transmission
rate, β(t;θ), plotted for each of the trained PINN models. Note that there is higher variability in
the ensemble near the beginning of the time-interval, consistent with the findings from training on
simulated data. Bottom: The incidence term (1 − pu(t))ρE(t) (red), where E(t) is the exposed
state variable obtained by solving the a priori SEIR model using the PINN’s learnt β(t;θ) (for each
of the five PINN models); and the effective reproduction number Re(t) (black), simulated using the
PINN’s learnt β(t;θ) in the a priori SEIR model (for each of the five PINN models). Note that the
simulated incidence curve matches the data (7-day rolling average of daily incidence) very well.





Chapter 5

Conclusion

In this thesis, a physics-informed neural network (PINN) model was developed
for solving inverse problems in epidemiology. In particular, the PINN framework
was studied as a tool for providing new means of extracting a time-dependent
transmission rate—and thus a time-dependent reproduction number—based on
case data. The following research question guided the study: Given time-series
data consisting of a 7-day rolling average of the daily incidence of new infectious
individuals, and a compartmental model for that data, can a PINN model learn
the corresponding time-dependent transmission rate, β(t)?

The models were tested on both simulated and real epidemiological data. In
the case of the latter, Covid-19 case data from Stockholm county was used, stretch-
ing between February 27 2020 to August 26 2020.

5.1 Summary of Findings

When the PINN framework was tested on simulated data from a three-compartment
SIR model, it was found that a PINN model—trained only on data from the in-
fectious compartment—was able to 1) learn unknown constant epidemiological
parameters and 2) learn the unknown state variables in the a priori SIR model.
However, it was also found that the PÌNN’s parameter estimates can be sensitive
to noise.

When the PINN model was allowed to parameterize a time-dependent trans-
mission rate using the neural network’s inherent parameters, an important finding
was that the PINN could struggle to identify the correct shape of the transmission
rate in periods when deviations from the true transmission rate had a relatively
small impact on the magnitude of the ODE residuals, such as when the total
number of infectives were low.

In testing the PINN framework on real data, the transmission rate in the a
priori compartmental model was assumed to be time-dependent. In this setting,
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the PINN was found to perform best, with more interpretable results, when it
was parameterized by the neural network (Model IIb, also described in Section
2.4.1.2), compared to when a sigmoidal ansatz with three unknown parameters
was used (Model IIa, described in Section 2.4.1.2). In both cases, the PINN’s
output fit well to the training data. However, when the learnt transmission rates
were used in solving the forward problem (i.e. in integrating the state equations
(2.12)), it was found that the more flexible transmision rate of Model IIb produced
state variable trajectories that were much more consistent with the training data,
compared to the transmission rate learnt with Model IIa.

When Model IIb was employed on the first wave of Covid-19 in Stockholm
county, with data stretching between February 27 2020 to August 26 2020, it
was found that the PINN was able to extract an estimate of a time-dependent
transmission rate largely consistent with the 7-day rolling average of the incidence
of new cases, without the need for any a priori assumptions on the shape of the
transmission rate.

5.2 Discussion

The first part of this section features a discussion based on the findings of the the-
sis: it focuses on some of the numerical, computational and conceptual challenges
specific to the PINN framework, which arose during the course of the thesis, and
suggests improvements to the implementation of the framework, as well as future
research directions. The second part of this section focuses on methodological
questions relating to the limitations of the present study (for example in some of
the modelling assumptions) with suggestions for things that could be improved
in a future study.

In this thesis, the PINN framework was found to work well in the context
of some inverse problems in epidemiology. Using Model IIb, where the time-
dependent transmission rate was parameterized by the neural network, the PINN
was indeed able to extract a rate which matched the smoothed incidence data
very well. In retrospect, given the results of the present study, it would have been
interesting to extend the analysis with a few months to include the increase related
to the second wave. However, it is important not to understate the vast number
of epochs needed to train these types of models. For the longer time-series, it
took roughly 12 hours to train a single model using an 8:th generation Intel Core
i5 processor. An additional issue that arose during this thesis was the fact that
the PINN struggled to learn the correct transmission rate in certain regions of the
time domain. This is somewhat similar to the findings in [13], where they found
the transmission rate to be underestimated in “flat” parts of the curves of the
state variables [13, p. 12]. The results of this thesis suggest that these problems
of identifiability are likely attributed to the disproportionately large magnitudes
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of the ODE residuals in regions where there is a large number of infectives, which
is also in agreement with the findings of [13], where they “observed a strong
correlation between these ‘flat’ parts and significantly low residual loss terms for
the respective variables.” [13, p. 12]. In light of this, a potential remedy may
be to give a weight to each residual, such that the PINN treats them as equally
important to minimize during training (this was performed in [13], although they
used a slightly different approach to learning the time-dependent transmission
rate).

It was also shown that the PINN framework could be fraught with contra-
dictions in cases where the a priori compartmental model was not completely
consistent with the data. Unsurprisingly, the PINN’s output node used in the
PINN’s “data loss function” tended to fit very well to the data (i.e. the output
node corresponding to either Ir(t) or I(t) depending on the model). Hence, in
cases where the a priori model was not consistent with the data, the PINN strug-
gled to satisfy two competing objectives. In such situations, it is not obvious how
to interpret the estimates provided by the PINN framework: the underlying SIR
model used in the PINN is how the PINN is infused with “epidemiological sound-
ness”, so what does it mean when the PINN’s own estimates for the state variables
do not agree with the state variables obtained by integrating the SIR equations
using the PINN’s estimated transmission rate? Note that these interpretability
issues did not arise with Model IIb, by virtue of its much more flexible transmis-
sion rate parameterization; indeed, Pollicott et. al. [45] showed that “almost any
infection profile can be perfectly fitted by an SIR model with variable transmis-
sion rate.” [45, p. 509]. Thus, in cases where the practitioner has high confidence
in that the chosen a priori SIR model is suitable for describing the given data
set, the approach taken in Model IIb shows interesting potential for extracting a
transmission rate (and thus a reproduction number)—highly consistent with the
data—without requiring any prior assumptions on its shape. However, in light of
the findings by Pollicott et. al. [45], one should be aware of the potential dangers
of over-fitting.

This tendency for the PINN to fit well to the data-points in turn means that it
may be hard to deal with real data when it is heavily influenced by noise. In this
thesis, this issue was largely circumvented by training on a 7-day rolling mean
of the Covid-19 incidence data. It should however be noted that this approach
implicitly assumed that all noise could be attributed to weekly effects that would
be smoothed out by the rolling mean. The smoothed time-series was thus assumed
to be the true time-series, and, as such, over-fitting did not become an issue. If
smoothing the data in this way cannot be motivated, then a possible solution to
this may be to weigh the loss terms, e.g.:

L = ψLdata + (1− ψ)LG , ψ ∈ [0, 1] (5.1)

where LG represents the ODE loss. This was never pursued in the present thesis;
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however, even if this were to have a regularizing effect on the solution, one is
faced with the new problem of how to motivate a particular choice of ψ. Another
strategy for dealing with overfitting problems is to use some type of early stop-
ping scheme: stop training as soon as some pre-defined measure of the degree of
overfitting reaches some threshold. However, it is again not obvious how such a
measure and threshold should be defined and motivated from an epidemiological
stand-point.

Thus, the PINN framework comes with numerical, computational, and con-
ceptual issues. Possibly, it tries to do too much: it simultaneously solves a system
of ODE:s and estimates the unknown parameters. There may very well exist
motivated applications for this approach, but in light of the findings from this
thesis, a more sound application of deep learning in the context of epidemiology
may instead be to fix the SIR model, and then solve the inverse problem as in the
traditional approach Section 2.1.4, but where a neural network is employed solely
for learning the unknown dynamics in the model (such as the transmission rate),
representing more of a hybrid approach. This would mean solving the a priori
model numerically with a suitable ODE solver, and then using automatic differen-
tiation (AD) on the unknowns, represented by the neural network. Whether such
an approach can work well in practice, and how the numerical integration should
be combined with AD in an optimal way, I leave as an open question for future
research; there however have already been some interesting publications related
to this; for example, Rackauckas et. al. [7] employ solver packages for differential
equations written in the Julia programming language in their “neural ordinary
differential equation” model.

Another limitation of the present study is that it only sought to apply the
PINN framework in the context of retroactive analyses of data, as opposed to
making future predictions. However, predicting future disease spread was deemed
to be a very different type of problem, outside the scope of the present thesis, and
the application of the PINN framework in the context of prediction problems is
thus left as a suggestion for future studies.

In testing the PINN framework on real data, certain modelling assumptions
were used. The focus of the present thesis was on the PINN as a new type of
mathematical modelling tool in the context of epidemiology; hence, while it was
applied to epidemiological data, it never sought to make epidemiological claims
on the basis of the results. However, as real Covid-19 data was used, it is still
important to understand that any results presented in this thesis in which the
PINN was used in analyzing this data set were indeed affected by a wide range
of underlying assumptions. Firstly, a five-compartment SEIR model was used
for modelling the spread of Covid-19 in the Stockholm region. In this case, the
population, N , was assumed fixed. This is clearly a simplification, since in- and
out-fluxes occur due to deaths and movements of people in and out of Stockholm.
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A second simplifying assumption was the limited number of compartments in the
model. For example, it would be interesting to consider a more complex compart-
mental model which splits the infected compartments on the basis of belonging
to a certain cohort, e.g. age group. Thirdly, ρ, describing the rate at which in-
dividuals transfer from exposed to infectious, and γ, the rate of recovery, were
assumed to be known constants, and it is thus important to remember that the
results also depended on the assumed values for these parameters. Each of these
simplifying modelling assumptions clearly limit the internal validity of drawing
conclusions based on the analyses performed on the given Covid-19 data set used
in this thesis. Notwithstanding, given that it was the novel PINN framework that
was to be evaluated—not the underlying SIR model—these assumptions, albeit
important to have in mind, were not deemed problematic for the purposes of this
study.





Appendix A

A.1 Proving Proposition 2.1.1.

To prove Proposition 2.1.1, the following definition, due to [52], is needed:

Definition A.1.1 (Definition 3.7 in [52]). A scalar continuous function V (y) is
said to be locally positive definite if V (0) = 0 and, in a ball B0,

y ̸= 0 =⇒ V (y) > 0. (A.1)

We also need the following lemma, which is a special case of “Theorem 4.1
(Lyapunov theorem for non-autonomous systems)” by Slotine and Li [52, p. 107]
(with slightly modified notation to fit with the style of the present thesis):

Lemma A.1.1. Assume ẏ(t) = F (y, t) is a nonautonomous system with equilib-
rium point y∗ = 0. If, in a ball B0 around the equilibrium point, there exists a
scalar function V (y, t) with continuous partial derivatives, and a positive definite
function W (y) such that

1. V is positive definite,

2. V̇ is negative definite,

3. V (y, t) ≤W (y), ∀t ≥ 0.

then the equilibrium point y∗ = 0 is uniformly asymptotically stable ∀y ∈ B0.
The proof also uses that the state variables of the SEIR model (2.12) remain

bounded and non-negative. To see that this is indeed satisfied by the model, begin
by noting that

S = 0 =⇒ Ṡ = 0

E = 0 =⇒ Ė = βS(Iu + Ir)/N ≥ 0

Iu = 0 =⇒ İu = puρE ≥ 0

Ir = 0 =⇒ İr = (1− pu)ρE ≥ 0
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Hence, if the state variables all start off non-negative, they never become negative.
Furthermore, let N(t) := S(t)+E(t)+ Iu(t)+ Ir(t)+R(t) be the population size,
with N(0) <∞. From (2.12) we get Ṅ(t) = 0, and hence, the total population is
constant, and since the state variables are non-negative, it implies that the state
variables are bounded.

Here follows a proof of Proposition 2.1.1. The choice of Lyapunov function
was inspired by [53].

Proof (of Proposition 2.1.1.): Begin by noting that setting the right-hand side of
(2.12) to zero yields E = Iu = Ir = 0. Let y(t) = (Ŝ, E, Iu, Ir, R̂)

⊤, where
Ŝ = S − S∗, R̂ = R − R∗, and where S∗ and R∗ are the steady states of S(t)
and R(t) respectively (this transformation ensures that the DFE is the origin).
Now take V (y, t) = V (y) = E + Iu + Ir ∈ C1 . Since E, Iu, Ir ≥ 0, we have
that V (y) ≥ 0, with equality holding at, and only at, the equilibrium y∗ = 0.
Thus, it follows that V is a positive definite function (condition 1 of the lemma).
Moreover, since the state variables are bounded, there exists a constant M > 0
s.t. V (y) ≤M,∀t ≥ 0 (condition 3 of the lemma). Moreover, note that

V̇ (y) = Ė + İu + İr = −γ
(
1−Re(t)

)(
Iu + Ir

)
. (A.2)

Now assume that Re(t) < 1. Since Iu, Ir, γ ≥ 0, it follows that V̇ (y) ≤ 0 for
every state y in the state space. Moreover, since V̇ vanishes if, and only if,
y = y∗ = 0, it follows that V̇ is negative definite (condition 2 of the lemma).
Since all conditions of the lemma are satisfied if Re(t) < 1 for all feasible initial
conditions, it follows that the DFE is uniformly asymptotically stable if Re(t) < 1
for all feasible initial conditions.
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B.1 Example Code for Solving Harmonic Oscillator
with a PINN

1 import tensorflow as tf

2 from matplotlib import pyplot as plt

3 import numpy as np

4

5

6 model = tf.keras.Sequential(

7 [

8 tf.keras.layers.Dense (16, activation="tanh", name="layer1"),

9 tf.keras.layers.Dense (16, activation="tanh", name="layer2"),

10 tf.keras.layers.Dense(1, name="layer6"),

11 ]

12 )

13

14 #Define custom loss.

15 def wrapper(model):

16 """ Wrapper function which allows us to pass the keras model to

the custom loss """

17 mu = 0

18 t = tf.constant(np.array([np.linspace (0 ,15 ,15*8+1)]).T,

19 dtype=tf.float32)

20

21 def ODE_Res(f,fprime , fprimeprime):

22 """ Return ODE residuals """

23 return fprimeprime - mu*(1-tf.square(f))*fprime + f

24

25 def custom_loss(ic , _):

26 """ Custom loss function which computes both the mean

squared deviations from the

27 initial conditions , as well as the mean squared

deviations from the harmonic oscillator ODE"""

28

29 with tf.GradientTape(persistent=True) as tape:

30 tape.watch(t)
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31 f = model(t)

32

33 fprime = tape.gradient(f,t)

34 fprimeprime = tape.gradient(fprime ,t)

35

36 ode_res = ODE_Res(f,fprime ,fprimeprime)

37

38 L_ODE = tf.reduce_mean(tf.square(ode_res))

39 L_IC_1 = tf.square(f[0] - ic[0]) #Initial condition 1 (f(0)

= C1)

40 L_IC_2 = tf.square(fprime [0] - ic[1]) #Initial condition 2

(f ’(0) = C2)

41 return L_ODE + L_IC_1 + L_IC_2

42 return custom_loss

43

44

45 epochs = 80000 #How long to train

46

47 #Define learning rate decay:

48 learning_rate_fn = tf.keras.optimizers.schedules.PolynomialDecay(

49 0.001,

50 epochs ,

51 0.00001 ,

52 power =1)

53

54 #Initialize optimizer:

55 opt = tf.keras.optimizers.Adam(learning_rate=learning_rate_fn)

56

57 #Compile model:

58 model.compile(loss = wrapper(model), optimizer=opt)

59

60 #Define initial conditions (IC):

61 t = tf.constant(np.array ([[0 ,0]]).T, dtype=tf.float32)

62 ic = tf.constant ([1,0], dtype=tf.float32) #constants [C1, C2], s.t.

f(0) = C1 and f ’(0) = C2

63

64 #Train the PINN model , and collect training history:

65 hist = model.fit(t,ic,epochs=epochs ,batch_size = 2,shuffle=False ,

verbose=False)

66

67 #Compute trained model output for t in [0,15], as well as the

derivative of trained model:

68 t = tf.constant(np.array([np.linspace (0 ,15 ,101)]).T, dtype=tf.

float32)

69 with tf.GradientTape(persistent=True) as tape:

70 tape.watch(t)

71 f = model(t)

72

73 fprime = tape.gradient(f,t)

Listing B.1: Python example implementation of a PINN model for learning the solution to the harmonic
oscillator



Appendix C

C.1 Sensitivity with respect to ratio of unreported
infectious

This section presents the results from a sensitivity analysis with respect to the
ratio of unreported infectious individuals, pu.

For the shorter time-period (Feb 27-April 10), pu was assumed constant. Fig-
ure C.1.1 and Figure C.1.2 show the results from training 5 models each for
pu ∈ {0.973, 0.984, 0.954} (corresponding to the mean, and upper and lower con-
fidence interval bounds of the first point-estimate shown in Table 3.1).

For the longer time-series (Feb 27-Aug 26), five models were trained for each
of the three interpolated pu(t) functions shown in Figure 3.1.3. The region
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Figure C.1.1: Model IIa trained on early spring 2020 Stockholm county Covid-19 data, ranging
from February 27 to April 10, with varying values of the ratio of unreported infectious individuals,
pu. The PINN model was trained 15 times: five times for each of three values of the ratio of
unreported infectious individuals, pu (mean value, and the lower and upper confidence interval
bounds of pu respectively). Left: Unreported infectious state variable for different values of pu.
Right: Effective reproduction number. The shaded blue region visualizes the range between the
minimum and maximum values of Re(t), among the 15 models at each time point.

Note that while the results shown in Figure C.1.1, Figure C.1.2 and Fig-
ure C.1.3 highlight the fact that the PINN’s solutions can depend heavily on the
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Figure C.1.2: Model IIb trained on early spring 2020 Stockholm county Covid-19 data, ranging
from February 27 to April 10, with varying values of the ratio of unreported infectious individuals,
pu. The PINN model was trained 15 times: five times for each of three values of the ratio of
unreported infectious individuals, pu (mean value, and the lower and upper confidence interval
bounds of pu respectively). Left: Unreported infectious state variable for different values of pu.
Right: Effective reproduction number. The shaded blue region visualizes the range between the
minimum and maximum values of Re(t), among the 15 models at each time point.

assumed value for pu, it should be remembered that this uncertainty is largely
independent of the PINN framework; rather it is inherent in the underlying a
priori SEIR model itself, and thus remains an issue for the traditional parameter
estimation method discussed in Section 2.1.4.
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Figure C.1.3: Model IIb trained on 2020 data (Feb 27-Aug 26) corresponding to the first wave
of Covid-19 in Stockholm county with varying pu(t). The PINN model was trained 15 times:
five times for each of the piece-wise linear interpolated functions shown in Figure 3.1.3. Top:
Unreported infectious state variable for different pu(t): the solid line corresponds to the middle
graph in Figure 3.1.3; the dashed line corresponds to the upper graph of Figure 3.1.3; and the dotted
line corresponds to the lower graph of Figure 3.1.3. Bottom: Effective reproduction number. The
shaded blue region visualizes the range between the minimum and maximum values of Re(t), among
the 15 models at each time point.
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